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Abstract

Giv en a set S of n p oin ts in I R

d

, w e sho w, for �xed d , ho w to construct in

O ( n log n ) time a data structure w e call the Balanced Asp ect Ratio (BAR) tree. The

framew ork for the BAR tree is based on a balanced binary space partition tree on S

in whic h ev ery region is con v ex and \fat" (that is, has some b ounded asp ect ratio).

While previous hierarc hical data structures, suc h as k -d trees, quadtrees, o ctrees,

fair-split trees, and balanced b o x decomp osition trees can guaran tee some of these

prop erties, there are no previous data structures that alw a ys com bine all of these

prop erties sim ultaneously . The BAR tree data structure has n umerous applications

ranging from solving sev eral geometric searc hing problems in �xed dimensional space

to aiding in the visualization of graphs and three-dimensional w orlds.

In this dissertation, w e discuss t w o alternate metho ds for constructing a BAR

tree. W e sho w that BAR trees are capable of e�cien tly p erforming n umerous ap-

pro ximate geometric queries including appro ximate nearest-neigh b or searc hing and

appro ximate general range-searc hing. In addition, w e discuss an alternativ e class of

structures called quasi-BAR trees. These trees do not necessarily preserv e region

asp ect ratio, but they are still capable of e�cien tly appro ximating v arious geometric

queries. Man y v ariations of the basic k -d tree empirically seem to p erform fairly

w ell on man y geometric queries but few theoretical results ha v e b een sho wn. W e

pro v e that one common v ariation actually falls in to the category of a quasi-BAR

tree and pro v e a p olylogarithmic running time for appro ximating v arious geometric

queries. T o conclude this thesis, w e giv e exp erimen tal results and compare sev-

eral data structures with the BAR tree using v arious data distributions, sizes, and

dimensions.

Advisor: Professor Mic hael T. Go o dric h

Reader: Professor S. Rao Kosara ju
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Chapter 1

In tro duction

Since prehistoric times, geometry has in trigued the h uman mind. Ubiquitous

in nature, simple geometric prop erties surround us in complex patterns, from the

radial symmetry in a star�sh to the structure of the h uman brain, from the shap e

and motion of a droplet of w ater to the shap e and motion of the galaxy w e liv e

in. Our abilit y to comprehend this phenomenon of nature has led to some of the

most imp ortan t in v en tions. The wheel is nothing if not an exploitation of a w onder

of geometry . F rom the Egyptians and their m ysterious p yramids to Pythagorus,

Euclid, and the ancien t Greek mathematicians, some of history's greatest think ers

ha v e help ed shap e and dev elop our understanding of the geometry that surrounds

us.

Ev en to da y with the dev elopmen t of the digital computer, geometry has found a

new realm. Geometric prop erties easily describ ed b y mathematics ha v e no w b ecome

quite di�cult to actually compute. Computational geometry fo cuses on dev eloping

tec hniques to help solv e, e�cien tly , the man y geometric questions b eing ask ed to da y .

1.1 An Ov erview of Geometric Queries

Geometric problems can b e broadly categorized in to one of t w o classes. In man y

instances, the task is to tak e a collection of data, for example a set of p oin ts, p erform

a sequence of op erations, and return a result, for example true or false. Sometimes,
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ho w ev er, the application ma y require that the collection of data b e prepro cessed

and stored in some w a y in memory . After this prepro cessing step, the task is to tak e

another batc h of data, sometimes just a single p oin t, pro cess this data with the one

stored in memory , and return a result.

The fo cus of this dissertation is on problems of the second t yp e. Imagine the

follo wing situation: y ou w ork for a compan y . Y our b oss comes in and hands o v er a

list of addresses to o v er a million di�eren t restauran ts throughout the coun try . After

ha ving a few hours to study it, y ou are required to answ er an y questions customers

migh t ha v e ab out whic h restauran t is the closest to their particular lo cation. In fact,

ma yb e y ou ev en ha v e to restrict the searc h to particular categories or com binations

of them, suc h as the t yp e of fo o d (seafo o d, ethnic, v egetarian), price range, or ev en

st yle (dine-in, fast-fo o d, carry-out, deliv ery). If y ou w ere as fast as a computer,

a million restauran ts migh t not b e to o hard to searc h (b y brute-force) through

the en tire list for one single query , but, alas, y ou exp ect to receiv e thousands of

requests a da y . The task b ecomes quite daun ting. These are the t yp es of problems

where geometric computing helps out tremendously . After prepro cessing the data

and storing it in an e�cien t structure, y ou can no w answ er questions orders of

magnitude faster than the brute-force metho d. In this thesis, w e discuss ho w this

can b e ac hiev ed.

In fact, this nearest-neigh b or t yp e problem is only one of man y p ossible queries

that ma y b e giv en. A restauran t supplier ma y wish, for example, to kno w the

farthest restauran t from their main distribution site, a farthest-neighb or query . A

h ungry w ork er could ask for all the pizza deliv ery restauran ts within t w en t y miles of

their o�ce, a pr oximity query . Another customer, trying to decide on an adv ertising

strategy , ma y ask ho w man y fast-fo o d restauran ts are within some �xed commercial

zone inside their cit y , a t ypical r ange query . Since there are an unlimited n um b er of

p oten tial queries, it is not p ossible to simply store all answ ers ahead of time. The

requests m ust b e computed on demand, and with the v olume of calls receiv ed for

this service it is imp ortan t to b e as quic k and accurate as p ossible.

These queries are some of the most fundamen tal tasks in computational geom-
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etry , although certainly not the only problems in this emerging �eld. Besides this

con triv ed example, geometric queries of this t yp e are used throughout computer

science and related �elds. They are found in geographic information systems (GIS)

and spatial databases, that b y their v ery nature m ust utilize man y geometric tec h-

niques. The computer graphics and computer vision �elds b oth require the use of

geometric tec hniques to quic kly handle man y of the tasks necessary for real-time

p erformance. P attern recognition soft w are, sp eec h and natural language pro cessing,

and ev en information retriev al systems, suc h as the widely-used w eb searc h engines,

m ust incorp orate e�cien t state-of-the-art geometric tec hniques to remain comp eti-

tiv e. Ev en �elds outside of computer science, suc h as ph ysics, astronom y , biology ,

and medicine, ha v e n umerous uses for geometric queries and other tec hniques from

geometry .

As a more commonplace example, consider searc hing for a particular w eb page.

In suc h an instance, a t ypical searc h query w ould rep ort a list of the k closest

matc hes to a particular set of w ords. In order to determine this, there needs to

b e a notion of some distance b et w een t w o pages of text on the w eb. The most

in tuitiv e measuremen t is to use a com bination of the frequency of v arious k ey w ords

in the text. F or example, an article con taining the w ords \run", \marathon", and

\miles" but not \ma y or" w ould matc h closer with another article con taining the

w ords \run", \time", and \marathon" but not \ma y or" than with one con taining

the w ords \run", \ma y or", and \election" but not \marathon". In fact, the dis-

tance b et w een t w o pages can b e treated as the distance b et w een t w o p oin ts in a

k -dimensional space where k is the n um b er of k ey w ords to compare. Since there

are p oten tially thousands of k ey w ords, the dimensionalit y of the space b ecomes ex-

tremely high. Unfortunately , most queries b ecome quite computationally complex

as this dimensionalit y b ecomes ev en mo derately high. After a p oin t, it is in fact of-

ten b etter to simply searc h through the en tire list individually than to incorp orate

complex searc hing algorithms. Therefore, there is a h uge amoun t of e�ort b eing

placed on impro ving p erformances in higher-dimensional space.

This dissertation prop oses a data structure, kno wn as the balanced asp ect ra-
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tio (BAR) tree, for e�cien tly p erforming man y geometric queries in mo derate-

dimensional spaces, that is, in spaces where the dimensionalit y d can b e view ed

as a constan t compared to the size of the original input, n .

1

1.2 Previous Related W ork

Data structures for p erforming geometric searc hes ha v e b een studied (e.g., see [10 ,

11, 40 , 41, 42 , 43, 46 ]) since the inception of computational geometry . Researc hers

in b oth geometric computing and spatial databases ha v e extensiv ely studied the

m ulti-dimensional problem, as w ell [9, 11, 17, 18, 21, 28 , 34 , 49 , 56 ]. As a result,

man y data structures are a v ailable that sp ecialize in di�eren t asp ects of these geo-

metric queries. The surv ey pap ers b y Agarw al and Eric kson [3 ] and Matou � sek [50]

giv e an excellen t o v erview of man y of the geometric query data structures. T yp-

ically , these sp ecialized data structures p erform w ell for the t yp es of queries for

whic h they are in tended, but they are not necessarily capable of answ ering the wide

v ariet y of di�eren t queries. Range trees [15, 18], for example, are extremely e�cien t

at answ ering orthogonal range queries particularly in the plane, i.e., the query re-

gions are rectangular and parallel to the axes, but b oth storage and time b ounds

su�er as the dimensionalit y increases. More imp ortan tly , nearest-neigh b or queries

or non-orthogonal range queries simply do not w ork e�cien tly with this structure.

If a large spatial database handling man y di�eren t kinds of geometric queries w ere

to incorp orate suc h data structures in to its system, it w ould ha v e to handle the

construction, main tenance (if the database is dynamic), and consistency of man y

di�eren t incompatible data structures. Our fo cus is on dev eloping a class of data

structures that can e�cien tly handle a large range of geometric queries.

1.2.1 General Binary Space P artitioning T rees

A large collection of general-purp ose geometric data structures fall in to the broad

class kno wn as binary space partitioning (BSP) trees [36, 63]. A tree T is a connected

1

W e, therefore, view d as a constan t relativ e to n throughout this thesis.
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acyclic graph ( V ; E ) consisting of a set of no des (also referred to as v ertices) V and a

set of edges E . An edge in the graph is simply an ordered pair of v ertices ( u; v ) 2 E

where u; v 2 V . F or a no de u , w e call an edge ( u; v ) 2 E an outgoing edge and an

edge ( v ; u ) 2 E an incoming edge. F or an y no de u 2 T , the n um b er of outgoing

edges is at most t w o and the n um b er of incoming edges is exactly one, except for one

no de called the ro ot no de r . A no de with no outgoing edges is called a leaf no de.

F or a no de u with incoming edge ( p; u ) and outgoing edges ( u; l ) and ( u; r ), w e call

p the p ar ent of u , and l and r the childr en of u . In man y cases, it is con v enien t to

place an ordering on the edges lab eling l a left c hild and r a righ t c hild of u .

A BSP tree T for a giv en p oin t set S is a partitioning of the p oin t set built on

a tree T . Ev ery no de u 2 T represen ts b oth a con v ex region in space and all of the

p oin ts of S lying inside this region. Initially , the ro ot no de r con tains a b ounding

b o x of the p oin t set. A t eac h no de u , an asso ciated h yp erplane partitions the region

of u , R

u

, in to t w o disjoin t regions, R

l

and R

r

. The no de u then has t w o c hild no des

l and r represen ting R

l

and R

r

. If the n um b er of p oin ts from S in R

u

is less than

some constan t n um b er of p oin ts, then the region is no longer partitioned and the

no de u b ecomes a leaf no de. F or storage e�ciency the p oin ts are t ypically only

stored at the lea v es of the tree or in some constan t n um b er of lo cations, although

other no des ma y k eep trac k of the n um b er of p oin ts inside its asso ciated region.

Using these data structures, p oin t-lo cation searc hing, i.e., lo cating a kno wn p oin t

from the set, is fairly straigh tforw ard. A t ypical searc h starts a tra v ersal at the ro ot

no de of T , and at ev ery no de u a single sidedness test is p erformed b et w een u 's

asso ciated h yp erplane and the query p oin t to determine whic h c hild to tra v erse

next. Sev eral applications in computer graphics [24 , 59, 60, 67 ] utilize BSP trees

to solv e problems in ra y casting, shado w generation, global illumination, collision

detection, and visibilit y .

The p erformance of a query searc h on a BSP tree T is directly related to the

n um b er of no des visited during the searc h. As a result, p erformance b ounds are

directly related to the depth of T and the n um b er of no des visited, whic h in turn is

often related to the asp ect ratio (frequen tly referred to as the \fatness" [4, 32 , 51])
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of the regions asso ciated with T 's no des. BSP trees alone giv e no sp eci�c guaran tees

on an y of these features, but there is a wide range of deriv ativ e classes that do.

1.2.2 K -D T rees

One of the most common classes of BSP trees is the k -dimensional binary searc h

tree (or k -d tree). The concept w as �rst in tro duced b y Ben tley [14], but since then

the structure has b een extensiv ely studied and altered for man y problems [16 , 27,

38, 58 ]. T raditionally , k -d trees use axis-orthogonal cutting h yp erplanes to divide

the set of p oin ts at a no de roughly in half b y cardinalit y . F or example, all p oin ts

whose y -co ordinate is less than some v alue, a , go in the left c hild no de, and all

others go in the righ t c hild no de. These balanced cuts guaran tee that the depth of

the tree is O (log n ). In the standard v ersion of the k -d tree, the axis-orthogonal cuts

are alternated, i.e., cutting along the x -axis, then the y -axis, etc. (see Figure 1.1).

Unfortunately , partly b ecause an y no de's region can b e arbitrarily \skinn y", there

are few simple theoretical results kno wn b etter than an O ( n

1 � 1 =d

) w orst-case running

time for range queries [44], ev en for appro ximation v ersions.

1.2.3 Quad trees

Another v ery common approac h to constructing an e�cien t BSP tree fo cuses

on partitioning the regions spatially , alw a ys guaran teeing that ev ery region is a

square, or h yp ercub e in higher-dimensions, while reducing the constrain t on balanc-

ing depth. Quad trees [33, 61, 63 ] and o ctrees [6, 22 , 39, 62] use the axis-orthogonal

h yp erplanes to divide the region v olumes equally with eac h cut. In a quad tree,

the p oin t set is initially b ounded b y a square and rep eated partitions divide the

square in to four smaller squares of equal area (see Figure 1.2). When a region has

few er than some constan t n um b er of p oin ts, it is no longer sub divided. The o ctree

is the natural extension of this notion in to higher-dimensions. The initial region

is a b ounding h yp ercub e and subsequen t iterations sub divide a h yp ercub e in to 2

d

equal-sized h yp ercub es.
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Figure 1.1: An example of a k -d tree on the region, sho wing the recursive levels of each

region with the asso ciated tree. The path from the ro ot to the p oint p is highlighted.
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Figure 1.2: An example of a quad tree on the region using the same p oint set as

Figure 1.1. Again, the recursive levels of each region with the asso ciated quad tree a re

sho wn. The path from the ro ot to the p oint p is highlighted.
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The adv an tage to this t yp e of approac h is that there are no skinn y regions, since

all regions are h yp ercub es. Ho w ev er, there is a hea vy cost incurred up on forcing

ev ery region to b e a square. F or a region R represen ting a subset S

0

� S , it is

p ossible that ev ery p oin t in S

0

ma y lie in just one of the 2

d

c hild subregions, R

0

.

This ma y happ en ev en in R

0

, and, in fact, the pro cess could rep eat inde�nitely . This

explains wh y standard quad trees and o ctrees can p oten tially ha v e un b ounded depth

and wh y ev en basic p oin t-lo cation searc hes can ha v e p o or (p oten tially un b ounded)

w orst-case p erformance. In man y instances the p oin t set ma y b e more uniformly

(ev enly) distributed across the space and not simply densely concen trated in one

particular area. F or example, the n p oin ts could b e stored on an n � n grid in whic h

case the depth of the tree is O (log n ). Suc h scenarios mak e quad trees excellen t to ols

for geometric searc hes b ecause the trees ha v e ideal space and depth for searc hing.

1.2.4 Balanced Bo x-Decomp osition T rees

In [8, 9], Ary a et al. describ e a relativ e of a binary-space partitioning tree called

the balanced b o x-decomp osition (BBD) tree. This structure is based on the fair-split

tree of Callahan and Kosara ju [19 , 20 ] and is de�ned suc h that its depth is O (log n )

and all of the asso ciated regions ha v e lo w com binatorial complexit y and b ounded

asp ect ratio. Ary a et al. sho w ho w BBD trees guaran tee excellen t p erformance in

appro ximating general range queries and nearest-neigh b or queries. The asp ect ratio

b ound on eac h region allo ws them to b ound the n um b er of no des visited during

v arious appro ximate query searc hes b y limiting the n um b er of no des that can b e

pac k ed inside a query region. Ho w ev er, since these trees rely on using hole cuts

during construction, they pro duce non-con v ex regions and th us are not quite true

BSP trees. Unfortunately , this is a dra wbac k with resp ect to sev eral applications in

computer graphics and graph dra wing, where con v exit y of the partitioned regions is

desirable (e.g., see [30 , 45 ]).
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1.3 Our Results

In this dissertation, w e in tro duce a family of data structures called balanced

asp ect ratio (BAR) trees [30 , 31] that are de�ned for a set S of n p oin ts in I R

d

. This

is the �rst class of BSP structures that sim ultaneously main tains balanced asp ect

ratio, balanced depth, and con v exit y of regions. T raditionally , data structures lik e

the k -d tree, quad tree, and BBD tree only use h yp erplane cuts that are axis-

orthogonal. W e ac hiev e our goals b y in tro ducing a �xed set of non-axis orthogonal

h yp erplane directions. W e refer to this set as the canonical cut set. A t ev ery no de,

w e searc h among the en tire canonical cut set for the cut whic h divides the p oin t set

most ev enly while still main taining the regions asp ect ratio constrain ts. Unlik e k -d

trees and quad trees, these extra cut directions allo w us to guaran tee that suc h cuts

actually exist.

W e sho w that, b y main taining balanced asp ect ratio and balanced depth, the

BAR tree ac hiev es similar p erformance b ounds to the BBD tree. Besides simply

in tro ducing an alternativ e approac h to their metho d, w e giv e a signi�can t theoretical

impro v emen t to their p erformance b ounds applicable to b oth structures. Since the

trees in this family are basic BSP trees, they are conceptually simple to construct

and the v arious searc hes are quite easy to p erform. The complexit y lies in the

analysis of their existence and v arious p erformance b ounds.

In Chapter 2 w e giv e the general framew ork of the class of BAR tree structures,

pro ving certain essen tial geometric and p oin t set prop erties. Using these prop erties,

Chapter 3 giv es a general existence pro of and then describ es t w o v ariations of the

BAR tree using di�eren t sets of cutting planes. W e sho w ho w these BAR trees are

constructed e�cien tly in O ( n log n ) time using only O ( n ) space. W e pro v e in Chap-

ter 4 some of the v arious appro ximation queries solv able b y these data structures.

In particular, w e sho w that (1 + � )-appro ximate nearest-neigh b or queries and (1 � � )-

appro ximate farthest-neigh b or queries can b e rep orted in O (log n + �

� d +1

log(1 =� ))

time. W e also sho w that � -appro ximate con v ex range queries, pro ximit y queries and

half-space queries can b e rep orted in O (log n + �

� d +1

+ k ) time, where k is the size
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of the output. If the range queries are general shap es, the running time b ecomes

O (log n + �

� d

+ k ). The only assumption w e mak e is that the in tersection b et w een

the query range and other regions of constan t complexit y can b e done in constan t

time. If b oth regions ha v e constan t complexit y , this is straigh tforw ard. The pro ofs

for these queries rely on a pac king argumen t, where the n um b er of regions �tting

inside the query range are b ounded. Chapter 5 describ es some of the extensions of

the BAR tree. P articularly , w e describ e ho w to easily mak e the BAR tree dynamic.

That is, w e sho w that insertions and deletions to the p oin t set can b e p erformed

in O (log

2

n ) a v erage time while still main taining the same p erformance b ounds on

geometric queries. W e ac hiev e this using an amortized sc heme that up dates the

structure only after a su�cien t n um b er of c hanges ha v e accrued. W e then reduce

the deletion time to O (log n ) w orst-case via another tec hnique whic h slo wly up dates

the structure in the bac kground o v er sev eral op erations. After su�cien t c hanges

ha v e o ccurred, the new up dated structure replaces the older v ersion. Although it is

p ossible to main tain the structure with eac h insertion and deletion in O (log n ) time,

it seems lik ely that suc h a tec hnique w ould need to sacri�ce in some w a y the asp ect

ratio b ounds required to guaran tee e�cien t query p erformances. W e also describ e

ho w to design the BAR tree for external-memory applications, fo cusing on the fact

that, since they are BSP trees, standard tec hniques almost automatically apply to

them.

It is con v en tional wisdom in the geometry comm unit y that certain deriv ativ es

of the standard k -d tree metho d p erform v ery w ell in practice. Without resorting

to constraining the distribution of the p oin t set, little has b een sho wn to pro v e

wh y this actually happ ens. In Chapter 6, w e de�ne a relativ e of the BAR tree

family , called the quasi-BAR tree. These are BSP tree structures that do not guar-

an tee regions with b ounded asp ect ratio but are still able to b ound the n um b er

of regions that can b e pac k ed inside a particular query region b y some function,

P ( S; � ), where � is the appro ximation b ound. Note that this is trivially true, since

P ( S; � ) = O ( j S j ). Therefore, w e also require that P ( S; � ) b e p olylogarithmic in j S j .

T o sho w that suc h structures do exist, w e pro v e that one of the most fundamen tal
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deriv ativ es of the k -d tree actually falls in to this category of quasi-BAR trees. This

v ariation simply cuts a region along the axis with the largest p oin t separation, i.e.,

along the longest side of the b ounding b o x of the region, while also main taining

this b ounding b o x. W e pro v e that this metho d can p erform (1 + � )-appro ximate

nearest-neigh b or, (1 � � )-appro ximate farthest-neigh b or, and � -appro ximate range-

t yp e queries in O ( �

� d +1

log

d

n + k ) time, where k is the output size. As a side note,

w e also pro v e that this tree in particular can answ er exact orthogonal range queries

in the plane in O ( � log

2

n + k log n ) time, where � is the asp ect ratio of the range

query . Although none of these results on quasi-BAR trees impro v e the b est kno wn

asymptotic b ounds, they do help justify the common use of k -d tree v ariations and

explain wh y they t ypically p erform fairly w ell in practice.

W e ha v e dev elop ed an initial implemen tation of the BAR tree to test and com-

pare its p erformances with other commonly a v ailable data structures. Chapter 7

discusses some of the details in v olv ed in the implemen tation. In particular, w e

co v er some of the subtleties b ehind the construction and searc hing tec hniques. The

framew ork of the BAR tree allo ws for m uc h leew a y in determining the exact con-

struction of a tree. F or example, the asp ect ratio b ound is not �xed at an y particular

v alue. Although theoretical p erformances dep end on minimizing this asp ect ratio, in

practice it ma y b e more e�ectiv e to allo w regions to ha v e a sligh tly larger asp ect ra-

tio pro ducing less complex regions. As w e p oin t out, there are man y other criterion

a v ailable b oth during construction and query pro cessing. Since the BAR trees are


exible, w e describ e the v arious heuristics incorp orated in to the system. Finally ,

w e describ e some of the results from exp erimen tation. W e compare p erformance

results obtained b y adjusting parameters in the construction of the BAR trees as

w ell as b y using other commonly a v ailable data structures including standard k -d

trees, longest-side k -d trees, and BBD trees. In our tests w e v aried the p oin t size,

dimensionalit y , and data distributions including b oth generated and real-life data

sets.

W e conclude this dissertation with Chapter 8. After brie
y summarizing the

results of the pap er, w e discuss some of the v arious op en-problems in this newly-
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dev elop ed data structure.
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Chapter 2

General F ramew ork and

Bac kground

2.1 General de�nitions

In constructing balanced asp ect ratio trees, w e m ust necessarily refer to man y

basic geometric terms. W e mak e a distinction b et w een general p oin ts in I R

d

and

p oin ts giv en as input to the data structure.

F or a giv en metric space I R

d

, w e represen t a r e al p oint , p 2 I R

d

as

p = ( p

1

; p

2

; : : : ; p

d

).

Although our analysis fo cuses primarily on the L

2

or Euclidean metric space, our

data structures supp ort all of the L

m

metric spaces. In other w ords, for t w o p oin ts

p; q 2 I R

d

, the L

m

metric distanc e b et w een p and q is

� ( p; q ) = (

d

X

i =1

j p

i

� q

i

j

m

)

1

m

.

Similarly , w e use the standard notions of (con v ex) regions R , h yp erspheres (balls)

B , and h yp erplanes H . W e also extend the notion of the (minimum) metric distanc e

to these ob jects. F or an y t w o ob jects P ; Q � I R

d

, w e de�ne the (minimum) metric

distanc e b et w een P and Q to b e � ( P ; Q ) = min

p 2 P ;q 2 Q

( � ( p; q )). More sp eci�cally , if

P is a region and q a p oin t, the distance b ecomes � ( P ; q ) = min

p 2 P

( � ( p; q )). It is
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also particularly imp ortan t to describ e the symmetric (maximum) metric distanc e

b et w een P and Q as �( P ; Q ) = max

p 2 P ;q 2 Q

( � ( p; q )) (see for example [53]).

Supp ose w e are giv en as input a �nite (data) set S � I R

d

. A data p oint is an y

p oin t q suc h that q 2 S . F or a subset S

1

� S , the size of S

1

, written j S

1

j , is

the n um b er of distinct data p oin ts from S in S

1

. Moreo v er, the size of an y ob ject

P � I R

d

is j P j = j P \ S j .

F or a region R , w e de�ne the outer radius of R , O

R

, to b e the radius of the

smallest h yp ersphere B con taining R , i.e., B \ R = R . F or a con v ex region R ,

w e can similarly de�ne the inner radius of R , I

R

, to b e the radius of the largest

h yp ersphere B con tained in R , i.e., B \ R = B .

W e also frequen tly refer to v ectors, ~ v = ( v

1

; v

2

; : : : ; v

d

). F or an y t w o v ectors ~ v

and ~w , the angle b et w een them �

~ v ~ w

is the standard notion of angularit y b et w een

t w o v ectors, de�ned for con v enience to b e b et w een 0 and � = 2 (see Figure 2.1). F or a

unit sphere, B , with cen ter at the origin, let p

v

(resp ectiv ely p

w

) b e the in tersection

of B with the ra y extending from the origin in the direction ~ v (resp ectiv ely ~w ).

The angle �

~ v ~ w

is the minim um distance b et w een p

v

and p

w

along the surface of B .

Note that if the distance is greater than � = 2 using the v ector � ~ v instead yields a

corresp onding angle b et w een 0 and � = 2, in fact this v alue equals � � �

~ v ~ w

. Recall

from basic geometry that

cos ( �

~ v ~ w

) =

~ v � ~w

k ~ v kk ~w k

.

2.2 BAR T ree F ramew ork

Ha ving established the basic terminology needed, let us pro ceed b y dev eloping a

general framew ork for constructing BAR trees. W e b egin b y de�ning what w e mean

b y balanced asp ect ratio.

De�nition 2.1 A con v ex region R in I R

d

has asp ect ratio asp ( R ) = O

R

=I

R

with

resp ect to some underlying metric. F or a giv en balancing factor � , if asp ( R ) � � , R

has b alanc e d asp e ct r atio and is called an � -b alanc e d region. Similarly , a collection

15



u

v

�

uv

�

v w

w

Figure 2.1: Notice that ~ u = (0 ; 1) , ~w = (1 ; 0) , and ~ v = (

p

3 = 3 ; 1) . Thus, � ~ u ~ w = � ,

� ~ u ~ v = � = 3 , and � ~ v ~ w = 2 � = 3 .

of regions R has balanced asp ect ratio for a giv en factor � if eac h region R 2 R is

an � -balanced region.

In k eeping with the curren t con v en tion [4, 32, 51 ], w e use the terms fat and

skinny to refer to regions whic h ha v e resp ectiv ely balanced and un balanced asp ect

ratios. Another w a y to view this de�nition of asp ect ratio is that a region R has

a minim um width asso ciated with its diameter. As in Ary a et al. [8], w e use the

fact that all regions are fat to sho w e�cien t tec hniques to solv e some geometric

appro ximation problems.

De�nition 2.2 The follo wing terms relate to sp eci�c cutting directions:

� A c anonic al cut set , C = f ~ v

1

; ~ v

2

; : : : ; ~ v




g , is a collection of 
 not necessarily

indep enden t v ectors that span I R

d

(th us, 
 � d ).

� A c anonic al b asis cut set , C

0

, is a subset of C suc h that jC

0

j = d � 
 . In other

w ords, C

0

forms a basis that spans I R

d

. Let C

00

= C n C

0

.

� A c anonic al cut dir e ction is an y v ector ~ v

i

2 C .

� A c anonic al cut is an y h yp erplane, H , in I R

d

with a normal in C .
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� A c anonic al r e gion is an y region formed b y the in tersection of a set of h yp er-

spaces de�ned b y canonical cuts, i.e., a con v ex p olyhedron in I R

d

with ev ery

facet ha ving a normal in C .

Figure 2.2a sho ws a region comp osed of three cut directions (1 ; 0), (0 ; 1), and

(1 ; � 1), or simply cuts along the x , y , and x � y directions. After cutting the region

at c , w e ha v e t w o regions R

1

and R

2

. In R

1

notice the lo w er side c

y

is replaced b y c ,

and more imp ortan tly the lo w er left cut c

z

is no longer tangen tial to R

1

. W e replace

this cut with a new cut c

0

parallel to c

z

at the in tersection of c

x

and c . Notice

that this new cut do es not a�ect the region but is tangen tial to it. The same is

true for the second region R

2

. The follo wing de�nition describ es this prop ert y more

sp eci�cally .

De�nition 2.3 A canonical cut c de�nes a canonical region R , written c 2 R , if

and only if c is tangen tial to R . In other w ords, c in tersects the b order of R . F or a

canonical region R , an y t w o parallel canonical cuts b; c 2 R are opp osing c anonic al

cuts . F or an y canonical region R , w e de�ne the c anonic al b ounding cuts with resp ect

to a direction ~ v

i

2 C to b e the t w o unique opp osing canonical cuts normal to ~ v

i

and

tangen t to R . W e often refer to these cuts as b

i

and c

i

or simply b and c when i is

understo o d from the con text. In tuitiv ely , R is \sandwic hed" b et w een b

i

and c

i

. T o

a v oid confusion, when referring to a canonical cut of a region R , w e always mean a

canonical b ounding cut.

F or an y canonical b ounding cut, c , the fac et of c 2 R , facet

c

( R ), is de�ned as

the region formed b y the in tersection of R with c .

The canonical set used to de�ne a partition tree can v ary from metho d to metho d.

F or example, the standard k -d tree algorithm [14] uses a canonical set comp osed of

all axis-orthogonal directions (see Subsection 1.2.2). These are directions of the

form (0 ; : : : ; 0 ; 1 ; 0 ; : : : ; 0). Figure 2.2b sho ws a k -d tree region in three-dimensions,

highligh ting a p ossible cut along the y -axis, (0 ; 1 ; 0).

De�nition 2.4 F or a canonical set C and a canonical region R , w e de�ne the fol-

lo wing terms (see also Figure 2.3):
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b

z

c

x

b

x

b

y

c

y

c

z

R

1

R

2

c

R

2

R

1

(b)

c

(a)

Figure 2.2: A cutting direction along the y -axis in (a) t w o dimensions (0 ; 1) and (b)

three dimensions (0 ; 1 ; 0) .

� F or a canonical direction ~ v

i

2 C , the width of R in the dir e ction ~ v

i

, written

width

i

( R ), is the distance b et w een b

i

and c

i

, i.e., width

i

( R ) = � ( b

i

; c

i

).

� The maximum side of R is max ( R ) = max

i 2C

( width

i

( R )).

� The maximum b asis side of R is max

0

( R ) = max

i 2C

0

( width

i

( R )).

� The minimum side of R is min ( R ) = min

i 2C

( width

i

( R )).

� The minimum b asis side of R is min

0

( R ) = min

i 2C

0

( width

i

( R )).

� R has c anonic al asp e ct r atio , casp ( R ) = max( R ) = min ( R ).

F or simplicit y , w e also refer to the facets of a region in the same manner. W e

de�ne the follo wing terms for a facet of a region R , f = facet

c

( R ):

� The width of f in the dir e ction ~ v

i

is width

i

( f ) = � ( b

i

; c

i

) where b

i

and c

i

are

the opp osing b ounding cuts of f in the direction ~ v

i

.

� The maximum side of f is max( f ) = max

i 2C

( width

i

( R )).

� In addition, for an y canonical cut c 2 R , the length of c , len

c

( R ), is de�ned

as max ( facet

c

( R )).
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(b)

c b

~ v

y

~ v

z

~ v

x

facet

c

( R )

width

i

( R )

min ( R )

(a)

max( R )

max

0

( R )

Figure 2.3: (a) F o r the given canonical region R , w e illustrate the imp o rtant terms

fo r width

i

( R ) , max( R ) , max

0

( R ) , min ( R ) and facet

c

( R ) . (b) Illustrates the three

canonical cut directions used to construct R .
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De�nition 2.5 An � -balanced canonical region, R , is one-cuttable with reduction

factor � , where 1 = 2 � � < 1, if there is a cut c

1

2 C , called a one-cut , dividing R

in to t w o subregions R

1

and R

2

suc h that the follo wing conditions hold:

1. R

1

and R

2

are � -balanced canonical regions,

2. j R

1

j � � j R j and j R

2

j � � j R j .

De�nition 2.6 An � -balanced canonical region, R , is k -cuttable with reduction

factor � , for k > 1, if there is a cut c

k

2 C , called a k -cut , dividing R in to t w o

subregions R

1

and R

2

suc h that the follo wing conditions hold:

1. R

1

and R

2

are � -balanced canonical regions,

2. j R

2

j � � j R j ,

3. Either j R

1

j � � j R j or R

1

is ( k � 1)-cuttable with reduction factor � .

In other w ords, the sequence of cuts, c

k

; c

k � 1

; : : : ; c

1

, results in k + 1 � -balanced

canonical regions eac h con taining no more than � j R j p oin ts. If the reduction factor

� is understo o d, w e simply sa y R is k -cuttable.

De�nition 2.7 F or a canonical cut set, C , a binary space partition tree T con-

structed on a set S is a BAR tr e e with maximum asp e ct r atio � if ev ery region

R 2 T is � -balanced.

Theorem 2.8 F or a canonical cut set, C , if ev ery p ossible � -balanced canonical

region is k -cuttable with reduction factor � , then a BAR tree with maxim um asp ect

ratio � can b e constructed with depth O ( k log

1 =�

n ), for an y set S of n p oin ts.

Pr o of: Start with an initial b ounding � -balanced canonical region on S . Since

this region is k -cuttable, use a sequence of k cuts to divide the region in to k + 1 � -

balanced canonical subregions eac h con taining few er than � j R j = � n of the p oin ts.

Rep eat this pro cess on eac h of the resulting subregions un til a subregion has less

than some constan t n um b er of p oin ts. The pro cess, do wn an y path of subregions,
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~ v

4

~ v

3

~ v

2

~ v

1

�

1

= �

2

= �

min

�

3

�

4

Figure 2.4: Here w e illustrate the va rious minimum angles b et w een the di�erent vecto rs

~ v

1

; ~ v

2

; ~ v

3

; and ~ v

4

. Notice that the minimum angle among all angles is �

min

.

can b e rep eated for no more than O (log

1 =�

n ) times, resulting in the stated tree

depth b ound.

The main c hallenge in creating a sp eci�c instance of a BAR tree is in de�ning

a canonical set C suc h that ev ery p ossible � -balanced canonical region is k -cuttable

with reduction factor � for reasonable c hoices of � , � , and k . In order to pro v e man y

of the lemmas and theorems that w e in tro duce, w e need to la y do wn foundations on

higher-dimensional geometry and set theory that giv e us v aluable prop erties.

2.3 Standard Geometric Prop erties

When dealing with sp eci�c canonical cut sets, w e can pro v e certain prop erties

ab out canonical regions. These prop erties enable us to pro v e relationships b et w een

the canonical regions and v arious canonical cuts. In particular, w e establish b ounds

on the size of the canonical regions and their subregions in b oth geometric and p oin t

set terms. These prop erties dep end up on the v arious angles b et w een the di�eren t

canonical directions, in particular, the smallest one. F or con v enience, w e de�ne this

angle notation as w ell as a few other parameters dep enden t on these angles (see

Figure 2.4). W e describ e their imp ortance shortly .

De�nition 2.9 Supp ose w e are giv en a canonical cut set C . The follo wing param-

eters are dep enden t on the angles b et w een the v arious cut directions:
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� F or a canonical cut direction, ~ v

i

2 C , the minimum (c anonic al) angle of i , �

i

,

is the smallest angle (from 0 to � ) b et w een ~ v

i

and all other ~ v

j

2 C . In other

w ords, �

i

= min

j 2C ;j 6= i

( �

~ v

i

~ v

j

).

� The minimum (c anonic al) angle of C , �

min

, is the smallest angles (from 0 to

� ) b et w een all pairs of canonical cuts in C . In other w ords, �

min

= min

~ v

i

2C

( �

i

).

� F or a canonical cut direction, ~ v

i

2 C , the maximum gr owth function of i is

F

max

( i ) = F

max

( C ; i ) = 2 cot �

i

+ 1.

� Similarly , the maximum gr owth function of C is

F

max

= F

max

( C ) = max

~ v

i

2C

( F

max

( C ; i )) = 2 cot �

min

+ 1.

� F or a canonical cut direction, ~ v

i

2 C , the minimum gr owth function of i is

F

min

( i ) = F

min

( C ; i ) = sin( �

i

).

� Again, the minimum gr owth function of C is

F

min

= F

min

( C ) = min

~ v

i

2C

( F

min

( i )) = sin ( �

min

).

� F or a canonical cut direction, ~ v

i

2 C , the � -shield function of i is

F

shield

( i ) = F

shield

( C ; i; � ) = � F

min

� F

max

( i ).

� The � -shield function of C is

F

shield

= F

shield

( C ; � ) = min

~ v

i

2C

( F

shield

( i )) = � F

min

� F

max

.

Since w e de�ne the canonical set to ha v e a constan t size with no t w o v ectors

parallel, w e kno w that �

i

and �

min

are all greater than some p ositiv e constan t. This

implies that F

min

( i ) and F

min

are b oth greater than some other p ositiv e constan t.

Similarly , F

max

( i ) and F

max

are b oth less than some �nite constan t. Th us, F

shield

( i )

and F

shield

are alw a ys p ositiv e for � > F

max

= F

min

.
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Using these angles, w e can establish certain ratio b ounds b et w een the width of a

p olyhedron and the size of an y of its facets. More sp eci�cally , supp ose w e are giv en

a canonical direction ~ v

i

with a corresp onding facet f on a p olyhedron R . W e can

b ound the size of R in an y direction to b e dep enden t only on the v alues of len

c

i

( R ),

width

i

( R ), and F

max

( i ).

Prop ert y 2.10 Supp ose w e are giv en a canonical region R de�ned b y a canonical

cut set C . F or an y canonical cut direction ~ v

i

2 C with b ounding cut c = c

i

and an y

other v ector ~ v

j

, if the t w o directions are orthogonal, then

width

j

( R ) � width

j

( facet

c

( R )) + ( F

max

( i ) � 1) width

i

( R )

otherwise,

width

j

( R ) � width

j

( facet

c

( R )) + F

max

( i ) width

i

( R ).

In addition,

max( R ) � len

c

( R ) + F

max

( i ) width

i

( R )).

Pr o of: F or ~ v

i

2 C , let � = width

i

( R ), f = facet

c

( R ), and b b e the opp osing cut

to c . Consider an y p oin t p on f . De�ne F

p

to b e the d -dimensional cone extending

from p in the direction ~ v

i

that forms an angle �

i

with the h yp erplane de�ned b y

c . F urthermore, de�ne the conic section F

p

to b e the p ortion of F

p

b et w een the

h yp erplanes c and b . The heigh t of this conic section is � (see Figure 2.5a).

Let ~ v

j

b e any v ector, not necessarily in C , orthogonal to ~ v

i

. Pro ject the cone on to

the 2-dimensional plane whose x - and y - axes are formed b y the t w o v ectors, ~ v

i

and

~ v

j

. Observ e that width

j

( F

p

) = 2 � cot �

i

. De�ne the conic union to b e F =

S

p 2 f

F

p

.

It follo ws that width

j

( F ) = width

j

( f ) + width

j

( F

p

) (see Figure 2.5b).

Assume that ( R \ F ) � R , i.e., part of R lies outside of F . Since R is con v ex

there exists a facet f

0

of R , in tersecting a p oin t p on the facet f and lying (partially)

outside the conic union F . Let us examine the angle formed b et w een the t w o cut

directions ~ v

i

and ~ v

i

0

de�ning f and f

0

. Since f

0

lies outside of the cone whic h is

directed along ~ v

i

, the angle b et w een ~ v

i

and ~ v

i

0

is less than �

i

. Also since f

0

is a facet

of the canonical region, ~ v

i

0

m ust b e a canonical cut direction in C . Ho w ev er, �

i

is
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c

�

i

p

f

F

p

b

F

p

~ v

i

c

�

i

G

F

f

b

~ v

i

(a) (b)

Figure 2.5: (a) A cone F

p

extending distance � from a p oint p on the facet f . (b) The

conic union F extending from every p oint on f . The cylinder G encompassing F , with

base equal to the end base of F .

de�ned to b e the minim um angle b et w een ~ v

i

and ev ery other v ector in C . Therefore,

R m ust b e con tained inside the conic section F . It follo ws then that

width

j

( R ) � width

j

( F )

= width

j

( f ) + width

j

( F

p

)

= width

j

( f ) + 2 � cot( �

i

)

= width

j

( facet

c

( R )) + 2 cot( �

i

) width

i

( R )

= width

j

( facet

c

( R )) + ( F

max

( i ) � 1) width

i

( R ).

Let us no w lo ok at an y other v ector ~ v

j

2 C . Recall that width

j

( R ) = � ( b

j

; c

j

).

Also, let g = facet

b

( F ) b e the end facet of the conic union F . T o simplify our

pro of, let us create a d -dimensional \cylinder" G encompassing F with length � and

with a base equal to g (see Figure 2.5b). In other w ords, the base has diameter less

than the maxim um width of the cone in an y orthogonal direction to ~ v

i

. Therefore,
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since G � F � R , the second b ound follo ws b ecause

width

j

( R )

2

= � ( b

j

; c

j

)

2

� width

j

( G )

2

� width

j

( g )

2

+ width

i

( G )

2

= width

j

( g )

2

+ �

2

� ( width

j

( g ) + � )

2

� ( width

j

( f ) + (2 cot( �

i

) � ) + � )

2

= ( width

j

( f ) + (2 cot( �

i

) + 1) � )

2

= ( width

j

( facet

c

( R )) + F

max

( i ) width

i

( R ))

2

.

T o establish our �nal b ound, w e use a simple deriv ativ e based on the de�nitions of

the maxim um side of R , max( R ) = max

~ v

i

2C

( width

i

( R )), and the length of a facet c ,

len

c

( R ) = max ( facet

c

( R )). Let ~ v

j

b e the v ector with maxim um width in R . F rom

the previous b ound, w e see that

max ( R ) = width

j

( R ) F or some ~ v

j

2 C

� width

j

( facet

c

( R )) + F

max

( i ) width

i

( R ) F rom the previous b ound

� len

c

( R ) + F

max

( i ) width

i

( R ) By de�nition of len

c

( R ).

This concludes our pro of of this basic geometric prop ert y .

Prop ert y 2.11 Supp ose w e are giv en a canonical region R de�ned b y a canonical

cut set C . F or an y canonical cut direction ~ v

i

2 C with b ounding cut c

i

, and an y other

canonical direction ~ v

j

2 C , let c

0

b e a cut parallel to c

i

and in tersecting R . De�ne

R

0

to b e the subregion of R b et w een c

i

and c

0

. If width

j

( R

0

) < width

i

( R

0

) F

min

( j ),

then width

j

( R

0

) = width

j

( R ).

In addition, if min ( R

0

) < width

i

( R

0

) F

min

, then min ( R

0

) = min ( R ).

Pr o of: Let c

j

and b

j

b e the canonical b ounding cuts of width

j

( R

0

). Let b

i

b e the

opp osing cut to c

i

in R . Let R

c

(resp. R

b

) b e the region b et w een c

0

and b

i

and b elo w

(ab o v e) c

j

( b

j

) (see Figure 2.6a). If width

j

( R

0

) = � ( c

j

; b

j

) � width

i

( R

0

) F

min

( j ),

w e are done since the condition is not met. So, let us assume width

j

( R

0

) <
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width

i

( R

0

) F

min

( j ) and width

j

( R ) > width

j

( R

0

). This implies that either (or b oth)

R

c

or R

b

in tersects R .

No w, for con v enience, pro ject the region on to the plane de�ned b y the t w o v ectors

~ v

i

and ~ v

j

. Orien t the v ectors suc h that ~ v

j

de�nes the y -axis and ~ v

i

is orien ted to w ard

the righ t, as in Figure 2.6a. Without loss of generalit y , assume R

b

in tersects R . Let

p = b

j

\ c

0

and q = c

j

\ c

i

. Let p

0

b e the closest p oin t to c

i

on R

0

\ b

j

. Notice that

b y con v exit y if p

0

6= p then R cannot in tersect R

b

. Since b

j

is a b ounding cut of R

0

,

R

0

m ust therefore in tersect b

j

only at c

0

.

Let l b e the plane b et w een q and p and ~w b e the normal v ector to l (see Fig-

ure 2.6b). Let � = �

l ;c

j

= �

~w~ v

j

b e the angle b et w een l and c

j

. Let us no w lo ok at the

plane l

0

tangen t to R

0

and R and in tersecting p and R

b

. Let �

0

b e the angle b et w een

l

0

and c

j

. Notice that �

0

� �

j

b ecause �

j

is the minim um canonical angle and l

0

is

de�ned b y at least one canonical plane. Since c

i

is tangen tial to R

0

, w e kno w that

�

0

� � , i.e., the angle b et w een l

0

and c

j

is less than the angle b et w een l and c

j

.

Therefore, � � �

0

� �

j

. W e kno w that � ( p; q ) � � ( c

i

; c

0

) = width

i

( R

0

). Therefore,

the follo wing m ust b e true:

� ( c

j

; b

j

) = � ( p; q ) sin ( � ) F rom basic trigonem try

� width

i

( R

0

) sin ( � )

� width

i

( R

0

) sin ( �

j

) Since � = 2 � � � �

j

= width

i

( R

0

) F

min

( j ).

Ho w ev er, this con tradicts the fact that � ( c

j

; b

j

) < width

i

( R

0

) F

min

( j ). So, R

b

cannot in tersect R , and the same holds for R

c

. Therefore, width

j

( R ) = width

j

( R

0

),

and w e are done with the �rst b ound.

The second b ound follo ws immediately , let ~ v

j

b e the v ector asso ciated with

min ( R

0

). Since b y de�nition �

min

� �

j

, if width

j

( R

0

) = min ( R

0

) < width

i

( R

0

) F

min

,

then width

j

( R

0

) < width

i

( R

0

) F

min

( j ). Therefore, width

j

( R

0

) = width

j

( R ). Since

R

0

� R , w e kno w that width

k

( R

0

) � width

k

( R ) for an y v ector ~ v

k

2 C

0

. Therefore,

min ( R

0

) = min ( R ), and the second b ound holds as w ell.

Supp ose w e are giv en a canonical region R de�ned b y C with a basis set C

0

� C .

Notice that max ( R ) � max

0

( R ) � for some � dep enden t on the v ectors in C

0

. This
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i

Empt y

c

i

R

c

R

b

R

0

p

0

q

p

c

0

Empt y

l

0

l

b

j

c

i

b

i

c

0

Empt y

Empt y

R

c

R

0

q

p

R

b

�

c

j

(a)

(b)

Figure 2.6: The a rea of gro wth fo r R

0

� R . Notice that R

0

lies inside the intersection

of c

j

, b

j

, c

i

, and c

0

. And R extends b ey ond c

0

to b

i

. (a) Notice that if p

0

and p a re b oth

in R

0

, then R cannot extend into R

b

without violating convexit y . (b) Notice that if R

extends into R

b

, the smallest angle p ossible is � fo rmed b y l and c

j

.
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d

c

ba

~ v

~w

Figure 2.7: A simple example of F

box

. Here max ( R

0

) = 1 , a = (0 ; 0) , b = (1 ; 0) ,

c = (

p

2 = 2 ;

p

2 = 2) , and d = (1 +

p

2 = 2 ;

p

2 = 2) . Thus, ~ v = c and ~w = b . Notice that

O

R

� � ( a; d ) = 2 =

q

2 +

p

2 = 2 .

is b ecause C

0

forms a basis on R therefore b ounding the region completely , i.e.,

O

R

� max

0

( R ) �= 2. Let us no w refer to � for con v enience as F

box

( C

0

) or, as in

De�nition 2.9, when C

0

is understo o d simply F

box

. W e can b ound F

box

as follo ws

(see Figure 2.7):

F

box

( C

0

)

2

=

d

X

j =1

(

X

~ v

i

2C

0

~ v

i

k ~ v

i

k

)

2

.

In ev ery canonical set used in this dissertation, the canonical basis set is the set of

axis-orthogonal cut directions. Therefore, w e can more clearly state the ab o v e as

simply F

2

box

= d . The b ound no w b ecomes more apparen t. If this w ere the canonical

basis set, then w e can certainly b ound the region b y a b o x of side length max

0

( R )

and therefore O

R

� max

0

( R )

p

d = 2.

One �nal note on this section is that the de�nitions of asp ( R ) and casp ( R ) are

equiv alen t within a constan t factor assuming that the canonical cut set is �xed. This

is fairly w ell-understo o d in the researc h literature since b oth de�nitions are often

referred to as the asp ect ratio. W e simply mak e the distinction for con v enience,

b ecause this c hapter and the follo wing c hapter are more easily pro v en using the

canonical asp ect ratio b ounds. W e no w brie
y explain wh y the t w o are in terc hange-

able.

Recall that O

R

� max

0

( R ) F

box

( C

0

) = 2 � max ( R ) F

box

( C

0

) = 2 = O (max ( R )). Also,

notice that O

R

� max( R ) = 2 = 
(max( R )). Therefore, the outer radius and the

maxim um width are equiv alen t, i.e., O

R

= �(max( R )). No w let B b e the largest

ball inscrib ed in R with radius B

r

= I

R

. B either touc hes t w o parallel h yp erplanes

28



R

l

R

m

R

r

l r

(a)

l

1

r

1

r

2

l

2

(b)

Figure 2.8: (a) Tw o cuts l and r which divide a region R into sub regions R

l

, R

m

, and

R

r

. (b) P airs of pa rallel cuts ( l

1

, r

1

) and ( l

2

, r

2

) divide region R into several sub regions.

The shaded a reas a re the intersections of the outer regions. Note, one intersection is

the empt yset ( r

1

\ r

2

).

from R or is b ounded b y a tetrahedron T formed b y d + 1 di�eren t h yp erplanes

from R . If the former case is true, then B

r

= min ( R ) = 2 = �(min ( R )). Otherwise,

B is the largest inscrib ed ball in T , and so I

R

= I

T

. Let � = min ( T ) b e the smallest

distance b et w een one plane and its opp osing p oin t, i.e., the smallest width in eac h

of the d + 1 directions. Notice that � = min ( T ) � min ( R ). The regular tetrahedron

� whose heigh t is � m ust �t inside T . Since d is assumed to b e constan t, w e kno w

that I

�

= �( � ). Therefore, I

R

= I

T

� I

�

= �( � ) = �(min ( R )). Th us, asp ( R ) =

O

R

=I

R

= �(max( R )) = �(min ( R )) = �( casp ( R )). So, it is acceptable within a

constan t factor to use the de�nitions in terc hangeably . Ho w ev er, to a v oid confusion,

for the remainder of this c hapter and the follo wing w e refer to the canonical asp ect

ratio whenev er w e talk ab out � -balanced regions.

2.4 P artitioning Sets

Ha ving established some geometric principles on con v ex p olyhedra, w e pro ceed

with some prop erties ab out partitioning sets of p oin ts. In all these cases and

throughout the thesis, w e assume that the p oin t set S is giv en.

Lemma 2.12 Supp ose w e are giv en a region R , and t w o parallel h yp erplanes l and
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r in tersecting R (see Figure 2.8a). W e ha v e three (p ossibly empt y) subregions of R

lying to the left, middle, and righ t of the t w o h yp erplanes, resp ectiv ely , R

l

, R

m

, and

R

r

. F or an y 1 � � � 1 = 2, one of the follo wing is true:

� either there exists a h yp erplane m parallel to l and r in tersecting R

m

whic h

divides the region in to t w o subregions b oth of whic h ha v e no more than � j R j

p oin ts, or

� more than � j R j p oin ts lies in either R

l

or R

r

.

Pr o of: Assume the con trary , i.e., j R

l

j � � j R j , j R

r

j � � j R j , and no dividing cut

exists in tersecting R

m

. Observ e that j R

l

j � � j R j implies j R

m

j + j R

r

j > � j R j , or else

the line l w ould b e a suitable c hoice for m . Similarly , w e kno w that j R

l

j + j R

m

j >

� j R j . W e no w con tin ually sw eep a h yp erplane m from l to w ards r . Let R

1

and

R

2

b e the t w o subregions of R to the left and righ t of m . j R

1

j = j R

l

j + x for

0 � x � j R

m

j . This implies that there exists x 2 f 0 ; : : : ; j R

m

jg suc h that j R

1

j = � j R j

and j R

2

j = j R j � � j R j � � j R j for � � 1 = 2. Th us, there exists a h yp erplane parallel

to l and r whic h in tersects R

m

and divides R in to t w o regions of size no more than

� j R j , con tradicting our original assumption.

In other w ords, either there exists a cut that divides a region in to t w o subregions

eac h with less than a constan t fraction of the original n um b er of p oin ts, or one of

the t w o outside regions has more than this fraction of the p oin ts. In the latter case,

w e call this region the maximal outer r e gion , mor

l ;r

( R ), where l and r are the t w o

parallel h yp erplanes. If there exists a dividing cut, m , then mor

l ;r

( R ) = ; . With a

little more care, w e no w extend this notion to m ultiple pairs of parallel h yp erplanes.

Lemma 2.13 Supp ose w e are giv en a con v ex region R , and k pairs of parallel

h yp erplanes ( l

i

; r

i

) ; i 2 f 1 ; : : : ; k g (see Figure 2.8b). F or an y � � 1 = 2, one of the

follo wing is true:

� either there exists a h yp erplane m b et w een and parallel to one of the pairs

whic h divides the region in to t w o subregions of size no more than � j R j , or
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� j P j > (1 � (1 � � ) k ) j R j , where P =

T

k

i =1

mor

l

i

;r

i

( R ).

Pr o of: Assume that there do es not exist a h yp erplane m dividing the region in to

t w o small subregions. By Lemma 2.12, ev ery pair m ust ha v e a maximal outer

region for R or w e w ould ha v e a dividing h yp erplane m . F or eac h pair ( l

i

; r

i

), let

P

i

= mor

l

i

;r

i

( R ) b e the maximal outer region of R .

If k = 1, w e kno w from Lemma 2.12, j P

1

j > � j R j � (1 � (1 � � ) k ) j R j . By

induction, assume the theorem holds for all v alues less than k . Recall from set

theory that for t w o sets A and B , j A \ B j = j A j + j B j � j A [ B j . Let P

0

=

T

k � 1

i =1

P

i

.

W e kno w that j P

0

[ P

k

j � j R j . So, P = P

0

\ P

k

implies that

j P j = j P

0

\ P

k

j

= j P

0

j + j P

k

j � j P

0

[ P

k

j

> (1 � (1 � � )( k � 1)) j R j + � j R j � j R j

= (1 � (1 � � ) k ) j R j .

Th us, the result holds for all k .

2.5 Shield Regions

W e are no w ready to tie the previous t w o sections to imp ortan t prop erties of

canonical regions. Observ e that in Figure 2.9 if w e divide the region using either cuts

a , b , or c , the resulting regions still app ear � -balanced. Ho w ev er, the righ t region

pro duced using cut d is certainly skinn y , and giv en an y � asp ect ratio w e could easily

cut ev en closer to the righ t side to pro duce a comparable non- � -balanced region.

F or an y � , it is in teresting to kno w exactly what set of cuts results in regions whic h

are � -balanced, and more imp ortan tly whic h cuts place the region at the v erge of

b ecoming skinn y . W e refer to these threshold regions as shield regions. Let us de�ne

this term a little more formally .

De�nition 2.14 Giv en an � -balanced canonical region R and a canonical cut di-

rection ~ v

i

, sw eep a cut c

0

from the opp osing cut b

i

to w ards c

i

. Let P b e the
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R

a

b

R

d

a c d

Figure 2.9: Example fo r cutting regions along the x -axis at p ositions a , b , c , and d .

Observe ho w the region R

a

can never b e skinny and ho w the region R

d

app ea rs quite

skinny .

region of R b et w een c

0

and c

i

. Sw eep c

0

un til either region P is empt y or just

b efore casp ( P ) > � . If P is not empt y , then P has maxim um asp ect ratio.

Call the region P the shield r e gion of c

i

in R , shield

c

i

( R ). Let the maximal

outer shield , mos

i

( R ), b e the shield region shield

b

i

( R ) or shield

c

i

( R ) suc h that

j mos

i

( R ) j = max( j shield

b

i

( R ) j ; j shield

c

i

( R ) j ), i.e., the maximal outer shield is the

shield region with the greater n um b er of p oin ts. (See Figure 2.10.)

Lemma 2.15 Supp ose � > F

max

= F

min

and w e are giv en an � -balanced region R

and a direction ~ v

i

2 C . Let c

0

b e the opp osing cut to c = c

i

in shield

c

( R ), as

de�ned ab o v e. Let b

0

b e an y cut b et w een c and b = b

i

. Let R

0

� R b e the region of

R b et w een c and b

0

. R

0

is � -balanced if and only if b is b et w een c

0

and b , inclusiv ely .

Pr o of: See Figure 2.10. Let P = shield

c

( R ). By the de�nition of the shield

region, w e kno w that casp ( P ) = max ( P ) = min ( P ) = � . First, assume b

0

is b et w een

c

0

and b . Let P

0

= R

0

n P , i.e., the subregion of R b et w een c

0

and b

0

. Let � =

width

i

( P ) = � ( c; c

0

) and �

0

= width

i

( P

0

) = � ( c

0

; b

0

). Because the t w o regions P

and P

0

are b oth con v ex and their union R

0

is also con v ex, w e can easily enhance

Prop ert y 2.10 to get max( R

0

) � max( P ) + �

0

F

max

( i ). Similarly , w e can do the

same for Prop ert y 2.11 to see that if min ( R

0

) < min ( P ) + �

0

F

min

then min ( R

0

) =

min ( R ). If min ( R

0

) = min ( R ), w e are done, since max ( R

0

) � max ( R ) and th us
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QP

b

0

2

c

0

b

0

1

c b

Figure 2.10: A region R , with the shaded a reas rep resenting P = shield

c

( R ) and

Q = shield

b

( R ) . Notice the region b et w een c and b

0

1

has smaller asp ect ratio than P .

But, the region b et w een c and b

0

2

has la rger asp ect ratio. Also, notice that mos

i

( R ) =

shield

c

( R ) = P .

max( R

0

) = min ( R

0

) � max ( R ) = min ( R ) � � . Otherwise, w e see the follo wing:

casp ( R

0

)

= max ( R

0

) = min ( R

0

)

�

max ( P ) + �

0

F

max

( i )

min ( P ) + �

0

F

min

�

max ( P ) + �

0

F

max

min ( P ) + �

0

F

min

F rom the de�nition of F

max

=

� min ( P ) + �

0

F

max

min ( P ) + �

0

F

min

Since max ( P ) = min ( P ) = �

<

� min ( P ) + �

0

� F

min

min ( P ) + �

0

F

min

F rom the condition that � > F

max

= F

min

= � .

Th us, R

0

is also � -balanced. Let us see wh y R

0

is not � -balanced if b

0

is b et w een

c and c

0

(instead of c

0

and b ). Notice that if R

0

w ere � -balanced, from the ab o v e

argumen ts, an y cut b et w een b

0

and b , in particular those cuts b et w een b

0

and c

0

,

w ould pro duce a corresp oinding � -balanced region. This violates De�nition 2.14

of the shield region, whic h assumes that the next cut after c

0

pro duces a \skinn y"

region.
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It is actually imp ortan t that the condition � > F

max

= F

min

b e met. Otherwise,

it is p ossible to construct examples where the angles b et w een t w o cutting planes

are su�cien tly small to violate this monotonicit y of the shield regions. Therefore,

throughout the dissertation w e assume for a giv en canonical set that this b ound on

� holds. There is an imp ortan t inherited feature to this lemma.

Corollary 2.16 Supp ose w e are giv en an � -balanced region R and a direction ~ v

i

2

C . Let c = c

i

and b = b

i

. Let c

0

b e an y cut in tersecting R n ( shield

c

( R ) [ shield

b

( R )).

Also, let R

1

(resp ectiv ely R

2

) b e the subregion of R b et w een c

0

and c (resp. b ). If

shield

c

( R ) \ shield

b

( R ) = ; , then R

1

and R

2

are b oth � -balanced.

Pr o of: First, tak e note that if shield

c

( R ) \ shield

b

( R ) 6= ; then shield

c

( R ) [

shield

b

( R ) = R . Th us, no c

0

ev en exists. No w, let b

0

b e the opp osing facet to c in

shield

c

( R ). W e kno w that c

0

lies b et w een b

0

and b and from Lemma 2.15, w e kno w

that R

1

is � -balanced. Similarly , w e kno w that R

2

is � -balanced.

Corollary 2.17 Giv en a canonical region R , a v ector ~ v

i

2 C and a reduction factor

1 > � � 1 = 2, let b = b

i

and c = c

i

. If shield

b

( R ) \ shield

c

( R ) = ; , then one of the

follo wing holds:

� either R is one-cuttable with reduction factor � , or

� j mos

i

( R ) j > � j R j .

Pr o of: Since the t w o regions do not in tersect, the cuts de�ning the t w o shields

divide R in to three regions, shield

b

( R ), shield

c

( R ), and R

m

= R n ( shield

b

( R ) [

shield

c

( R )). By Lemma 2.12, either shield

b

( R ) or shield

c

( R ) has greater than

� j R j p oin ts, or there exists a cut, c

1

in tersecting R

m

dividing R in to t w o regions R

1

and R

2

suc h that j R

1

j and j R

2

j are eac h no more than � j R j . If the former case holds,

w e are done since the mos

i

( R ) � max ( shield

b

( R ) ; shield

c

( R )). In the latter case

b y Corollary 2.16, an y cut lying b et w een the t w o regions, in particular c

1

, pro duces

t w o � -balanced regions. Therefore, R

1

and R

2

are � -balanced regions eac h with no

more than � j R j p oin ts. By De�nition 2.5, R m ust therefore b e one-cuttable.
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The corollary ab o v e corresp onds to Lemma 2.12, with the added guaran tee that

the t w o regions pro duced from the c hosen cut are � -balanced. F urthermore, this

corollary can b e extended to m ultiple h yp erplane directions.

Corollary 2.18 Supp ose w e are giv en a canonical region R , a subset C � C , and a

reduction factor 1 > � � 1 = 2. If for all cuts ~ v

i

2 C shield

b

i

( R ) \ shield

c

i

( R ) = ; ,

then one of the follo wing holds:

� either R is one-cuttable with reduction factor � , or

� j P j > (1 � (1 � � ) j C j ) j R j , where P =

T

~ v

i

2 C

mos

i

( R ).

Pr o of: Since for an y direction ~ v

i

2 C the t w o corresp onding shield cuts do not

in tersect, w e again ha v e t w o parallel h yp erplanes, ( l

i

; r

i

) in direction ~ v

i

whic h divide

R in to three regions. Let us call the middle region R

i

, i.e., R

i

= R n ( shield

b

i

( R ) [

shield

c

i

( R )). Therefore, w e ha v e k = j C j pairs of suc h parallel h yp erplanes. By

Lemma 2.13, w e ha v e one of t w o cases. If the latter case holds, then w e ha v e a

region P suc h that j P j > (1 � (1 � � ) j C j ) j R j . Since mor

l

i

;r

i

( R ) = mos

i

( R ), the latter

stated b ound holds as

P =

\

~ v

i

2 C

mor

l

i

;r

i

( R ) =

\

~ v

i

2 C

mos

i

( R ).

Otherwise, there exists a h yp erplane m b et w een l

i

and r

i

for some i that divides R

in to t w o regions R

1

and R

2

with sizes no more than � j R j . F rom Corollary 2.16, these

t w o regions are � -balanced since the cut lies b et w een b oth shield regions. Therefore,

R is one-cuttable.

Note in Figure 2.11c, that the size of the shield region is m uc h smaller than in

parts (a) and (b). This is b ecause the length of the diagonal facet is signi�can tly

smaller than the other t w o sides. Our next lemma states that the width of a shield

region dep ends only up on � , the canonical cut set C , and the length of the shield's

facet.
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(a) (b) (c) (d)

Figure 2.11: Maximal outer shields of R in the direction of (a) x , (b) y , and (c) the

line with no rmal (1 ; 1) . The intersection region P of each of these shield regions (d),

contains a fraction of the p oints.

Lemma 2.19 (Shield Lemma) Supp ose for some canonical set C w e are giv en an

� -balanced canonical region R . F or an y canonical direction ~ v

i

2 C ,

width

i

( shield

c

i

( R )) � len

c

i

( R ) = F

shield

( i ).

In addition, w e can use another related b ound useful for facets whose length is large,

i.e., prop ortional to the maxim um length of R :

width

i

( shield

c

i

( R )) � max( R ) = ( � F

min

).

Pr o of: F or con v enience, let c = c

i

and

F = len

c

( R ) = F

shield

( i ) = len

c

( R ) = ( � F

min

� F

max

( i )).

Let us assume �rst that width

i

( R ) � F . Since R is � -balanced, w e kno w that

shield

c

( R ) � R . This implies that width

i

( shield

c

( R )) � width

i

( R ) � F .

No w, let c

0

b e the canonical cut in tersecting R parallel to c suc h that � ( c; c

0

) = F .

Let R

0

� R b e the subregion of R b et w een c and c

0

. Note that width

i

( R

0

) = F .

F rom Lemma 2.15, it su�ces to sho w that R

0

is � -balanced. F rom Prop ert y 2.10, w e

kno w that max( R

0

) � len

c

( R

0

) + F

max

( i ) width

i

( R

0

). Similarly from Prop ert y 2.11,

w e kno w that either min ( R

0

) = min ( R ) or min ( R

0

) � F

min

width

i

( R

0

). Using the

de�nition of the canonical asp ect ratio, if min ( R

0

) = min ( R ) w e get the follo wing
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b ound:

casp ( R

0

) = max( R

0

) = min ( R

0

)

� max( R ) = min ( R )

� � .

Otherwise, w e can get the same b ound as follo ws:

casp ( R

0

) = max( R

0

) = min ( R

0

)

� ( len

c

( R

0

) + F

max

( i ) width

i

( R

0

)) = ( F

min

width

i

( R

0

))

= ( len

c

( R

0

) + F

max

( i ) F ) = ( F

min

F )

= ( len

c

( R

0

) = F + F

max

( i )) = F

min

= ( F

shield

( i ) + F

max

( i )) = F

min

= � .

Therefore R

0

is � -balanced and w e are done.

The pro of for the second b ound is iden tical with the added fact that max( R

0

) �

max( R ) for all R

0

� R . So, w e no w de�ne F = max( R ) = ( � F

min

). Again w e let c

0

b e the cut in tersecting R parallel to c suc h that � ( c; c

0

) = F , and w e let R

0

b e the

subregion of R b et w een c and c

0

. W e use the same b ound for the minim um width

as b efore to get min ( R

0

) = min ( R ) � max( R ) =� or min ( R

0

) � F

min

width

i

( R

0

) =

max( R ) =� . Th us, in either case, the follo wing holds:

casp ( R

0

) = max ( R

0

) = min ( R

0

)

� max ( R ) = (max( R ) =� )

= � .

Consequen tly , the second b ound holds as w ell.

In other w ords, if a canonical cut c is small, w e can mak e a new cut close to c

(in prop ortion to the size of c 's facet), disregarding the b ounds of the rest of the

region en tirely . If applied correctly , this lemma is quite p o w erful, so let us illustrate

it further b y lo oking at the simple example in Figure 2.12.

Let R b e the main canonical region in the example. Let us de�ne the asp ect

ratio b ound � = 14 = 3. Notice that �

min

= � = 4. Th us, w e get the b ounds F

min

=
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c

1

R

1

c

2

�

2

R

2

�

1

Figure 2.12: Tw o opp osing shield regions of R , in the direction z 2 C . Observe ho w

the size of the shields dep ends on the lengths of the co rresp onding \faces", �

1

and �

2

,

and not on the size of R . Also, note that grid (ma rk er) p oints a re placed along each

face to indicate distance.

sin( � = 4) =

p

2 = 2, F

max

= 2 cot( � = 4) + 1 = 3, and F

shield

= � F

min

� F

max

=

7

p

2 = 3 � 3 � 0 : 3.

Let ~ v

i

2 C b e the direction creating the shield regions R

1

and R

2

, with asp ect

ratio � = 14 = 3. Call the t w o opp osing cuts c

1

and c

2

. First consider region R

1

.

Note that len

c

1

( R ) = len

c

1

( R

1

) = �

1

= 4

p

2. Also, note that width

i

( R

1

) = 3

p

2 = 2,

and consequen tly , max ( R

1

) = 7

p

2. This giv es us the asp ect ratio, casp ( R

1

) =

max( R

1

) = width

i

( R

1

) = 14 = 3 = � . No w observ e that len

c

1

( R ) = F

shield

� 4

p

2 = 0 : 3 �

18 : 9 > 3

p

2 = 2 = width

i

( R

1

). This agrees with Lemma 2.19. Similarly , R

2

also has

asp ect ratio casp ( R

2

) = � , but in this case �

2

= 8

p

2. In fact, w e can actually

tigh ten the b ound esp ecially in the plane, but these sp eci�c optimizations are outside

the scop e of this thesis.
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Chapter 3

BAR trees

3.1 General Cut Theorem

There are in�nitely man y di�eren t p ossibilities for canonical cut sets. Unfor-

tunately , not all suc h sets guaran tee that ev ery canonical region is k -cuttable for

constan t k . Ideally , when constructing a BAR tree w e w ould prefer to use only

axis-orthogonal cuts, but this is not alw a ys p ossible. F or example, see Figure 3.1a.

If the ma jorit y of the p oin ts are concen trated at a particular corner of a h yp erb o x

region, an y axis-orthogonal cut is either to o close to the opp osing face or do es not

partition the p oin ts in the region w ell, resulting in large tree depth. The reason this

set fails is b ecause there exists a corner where a set of p oin ts can b e concen trated

and no cut that preserv es asp ect ratio can divide this set. In general, this notion of

a corner can b e extended to other canonical cut sets.

De�nition 3.1 F or a canonical cut set C and a canonical region R , an � -c orner

B 2 R is an y ball with cen ter � and radius � suc h that, for ev ery cut direction ~ v

i

2 C

with b ounding cuts b and c , either b or c in tersects B , i.e. min ( � ( �; b ) ; � ( �; c )) � � .

Note that this � -corner is merely an extension of the standard corner of a rectan-

gular b o x. In other w ords, for a p oin t � , ev ery pair of opp osing canonical cuts has

at least one cut relativ ely close to � . W e can use these � -corners to sho w w orst-case

p erformances for naiv e canonical cut sets. F or example, Figure 3.1b is a p oten tial
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p

(a) (b)

p

Figure 3.1: (a) A bad co rner using a canonical set of axis-o rthogonal cuts, i.e. x and y

directions. Notice a cut in either the x o r y direction dividing the p oints lo cated inside p

w ould cause a \skinny" region. (b) A bad � -co rner in three-dimensions using a canonical

set of axis-o rthogonal cuts and one direction of the fo rm (1 ; 1 ; 1) . Notice the ball at p

touches all four p ossible facets.

canonical region formed using the set of axis-orthogonal cuts and one (corner) cut

whose normal is of the form (1 ; 1 ; 1). Observ e that the corner p oin t p touc hes all

four cut directions, and more imp ortan tly eac h facet has a \large" size. Place a

large concen tration of data p oin ts arbitrarily close to p . Notice that after an y cut

that preserv es asp ect ratio, the resulting subregion still has the corner p and the

same concen tration of data p oin ts. W e can extend this idea to iden tify sp eci�c cut

sets whic h are not k -cuttable.

Theorem 3.2 Supp ose w e are giv en a canonical cut set C . If there exists a canon-

ical region R , de�ned b y C , and an � -corner, B , with � = 0, suc h that for ev ery

direction ~ v

i

2 C with a b ounding cut c 2 R in tersecting p , w e ha v e len

c

( R ) > a > 0,

then C cannot guaran tee k -cuttabilit y .

Pr o of: Again, concen trate the v ast ma jorit y of the p oin ts in�nitely close to B .

T ak e an y cut direction ~ v

i

. Since len

c

( R ) > a , w e cannot cut arbitrarily close to c .

Therefore, an y cut w e c ho ose cannot divide the set of p oin ts at B . The resulting
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region R

1

m ust still con tain B , the ma jorit y of the p oin ts, and the ab o v e prop ert y .

This can go on inde�nitely .

F or man y sets, suc h a bad corner for a region is alw a ys p ossible. In the next

few sections w e in tro duce canonical cut sets whic h actually do not ha v e this bad

prop ert y . In fact, w e sho w that ev ery � -balanced canonical region pro duced b y these

sets is k -cuttable. More generally , if the follo wing prop ert y holds for a giv en cut

set, w e pro v e that for su�cien tly large v alues of � and � ev ery � -balanced canonical

region is t w o-cuttable.

Prop ert y 3.3 A canonical cut set C satis�es the � -Corner Pr op erty if the follo wing

is alw a ys true: for an y canonical region R con taining an � -corner B 2 R , there exists

a canonical cut c 2 R in tersecting B suc h that len

c

( R ) � F

�

� = O ( � ).

In other w ords, for a canonical cut set if there exists an � -corner for a canonical

region, then there m ust exist a facet in tersecting this corner and ha ving size dep en-

den t only on � (and p erhaps suc h constan t parameters as the dimension, the cut

set, and � ). An example of this is easily seen in t w o dimensions, using an y three

non-parallel cut directions. Figure 3.2 sho ws a few regions p ossible using the cut

set f (1 ; 0) ; (0 ; 1) ; (1 ; 1) g . Notice that sev eral p oten tial � -corners are iden ti�ed, but

in eac h case one of the sides touc hing the corner has small length.

The follo wing t w o lemmas b egin to demonstrate the usefulness of this � -corner

prop ert y . First, w e sho w that if a region R is not one-cuttable there m ust exist an

� -corner with � = O (max ( R ) =� ).

Lemma 3.4 F or an y canonical region R and � � d= ( d + 1), one of the follo wing

holds:

� Either R is one-cuttable, or

� there exists an � -corner B suc h that j R \ B j > (1 = ( d + 1)) j R j � (1 � � ) j R j and

� � max( R )( F

box

+ 1) = ( � F

min

).
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(a) (b)

Figure 3.2: Tw o regions (a) and (b) fo rmed using cuts in the x , y and x + y directions.

Notice each circle touches one facet of each of the three directions. Thus, these circles

a re � -co rners. A \small" side (facet) touching each of these co rners is highlighted.

Pr o of: If R is one-cuttable, w e are done. So, assume R is not one-cuttable.

First, let us examine the canonical subset C � C

0

, suc h that ~ v

i

2 C if and only

if width

i

( R ) > 2 max ( R ) = ( � F

min

( i )). F or an y ~ v

i

2 C , let c and b b e the opp osing

b ounding cuts of R . Recall from the Shield Lemma 2.19 that

width

i

( shield

c

( R )) � max ( R ) = ( � F

min

( i )).

Since

width

i

( R ) > 2 max ( R ) = ( � F

min

( i )),

w e kno w that shield

c

( R ) \ shield

b

( R ) = ; . Note that d � j C j implies � �

d= ( d + 1) > ( j C j � 1) = j C j . Using Corollary 2.18 w e obtain

j P j > (1 � (1 � � ) j C j ) j R j

� (1 � (1 �

d

d +1

) j C j ) j R j

= (1 �

j C j

d +1

) j R j

� (1 �

d

d +1

) j R j

� (1 � � ) j R j ,

where P =

T

~ v

i

2 C

mos

i

( R ). F or all ~ v

i

2 C

0

, if ~ v

i

2 C , then

width

i

( P ) � width

i

( mos

i

( R )) � max( R ) = ( � F

min

( i )); otherwise
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width

i

( P ) � width

i

( R ) � 2 max ( R ) = ( � F

min

( i )).

So, w e ha v e a b ound on the maxim um basis side of P ,

0

max ( P ) � 2 max ( R ) = ( � F

min

).

W e can no w b ound P with a ball B

0

= ( �; �

0

) suc h that

�

0

� F

box

0

max( P ) = 2 � F

box

max ( R ) = ( � F

min

).

Let B = ( �; � ) b e the ball concen tric to B

0

with radius � = �

0

+ max ( R ) = ( � F

min

). W e

no w sho w that for an y ~ v

i

2 C either c

i

or b

i

in tersects B . Notice that for an y v ector

~ v

i

2 C , if width

i

� 2 � , then either c

i

or b

i

m ust in tersect B since B in tersects R

whic h lies b et w een c

i

and b

i

. If ~ v

i

2 C

0

, it is true since either c

i

or b

i

in tersects P and

consequen tly B . Let us then fo cus on the set of non-basis cut directions, C

00

= C n C

0

.

F or an y ~ v

i

2 C

00

, if width

i

( R ) � 2 � , w e kno w that either c

i

or b

i

m ust in tersect B .

Otherwise, w e kno w that width

i

( R ) > 2 � > 4 �

0

> 4 F

box

max ( R ) = ( � F

min

), and it

follo ws that shield

b

i

( R ) \ shield

c

i

( R ) = ; . Since R is not one-cuttable and the

shield regions do not in tersect, w e obtain from Corollary 2.17 that j mos

i

( R ) j > � j R j .

Assume without loss of generalit y that c is the cut suc h that shield

c

( R ) = mos

i

( R ).

Since j shield

c

( R ) j = j mos

i

( R ) j > � j R j and j P j > (1 � � ) j R j , the region shield

c

( R )

m ust in tersect P and consequen tly B

0

. Therefore, cut c in tersects B b ecause

� ( c; � ) � � ( c; B

0

) + �

0

� � ( c; P ) + �

0

� width

i

( shield

c

( R )) + �

0

� max ( R ) = ( � F

min

( i )) + �

0

= � .

By De�nition 3.1, B is an � -corner where j R \ B j � j R \ B

0

j � j P j > (1 � � ) j R j

and � � max ( R )( F

box

+ 1) = ( � F

min

).

No w, w e sho w that if the canonical set satis�es the � -Corner Prop ert y and there

exists an � -corner for a canonical region R then there m ust exist a \small" facet of

O ( � ) size asso ciated with a maximal outer shield.
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Lemma 3.5 Supp ose w e are giv en a canonical cut set, C , whic h satisi�es the � -

Corner Prop ert y 3.3. Supp ose further that � � 1 = 2 and � � ( F

�

+ 2 F

max

) = (2 F

min

).

F or an y � -balanced canonical region R , if there exists an � -corner B with

� �

F

shield

max ( R )

� F

min

( F

�

+ 2 F

max

)

suc h that j R \ B j � (1 � � ) j R j , then one of the follo wing holds:

� Either R is one-cuttable, or

� there exists a cut direction ~ v

i

2 C , suc h that shield

c

i

( R ) = mos

i

( R ) and

len

c

i

( R ) � F

�

� .

Pr o of: If there exists an � -corner B , b y Prop ert y 3.3 there exists a cut c 2 R

with direction ~ v

i

in tersecting B suc h that len

c

( R ) � F

�

� . Let b b e the opp osing

b ounding cut to c . Notice that the �rst conditional b ound on � yields

F

shield

= � F

min

� F

max

� F

�

= 2 + F

max

� F

max

= F

�

= 2. (3.1)

Using Prop erties 2.10 and 3.3, w e can b ound the width of R b y

width

i

( R ) �

max ( R ) � len

c

( R )

F

max

�

max ( R ) � F

�

�

F

max

(3.2)

Let Q = shield

b

( R ). Using the Shield Lemma 2.19, w e can b ound Q b y

width

i

( Q ) � max( R ) = ( � F

min

). (3.3)

Let P = shield

c

( R ). Since w e kno w more ab out the facet asso ciated with P , w e

can more e�ectiv ely b ound P .

width

i

( P ) = width

i

( shield

c

( R ))

� len

c

( R ) = F

shield

F rom the Shield Lemma 2.19

� 2 len

c

( R ) = F

�

F rom Equation 3.1

� 2 F

�

�= F

�

F rom Prop ert y 3.3

� 2 � .
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Next, observ e that

� ( c; Q ) = � ( c; b ) � width

i

( Q )

= width

i

( R ) � width

i

( Q ) F rom the de�nition of width

i

( R )

>

max( R ) � F

�

�

F

max

�

max( R )

� F

min

F rom Equations 3.2 and 3.3

=

F

shield

max ( R ) � � F

min

F

�

�

� F

min

F

max

�

� F

min

( F

�

+ 2 F

max

) � � � F

min

F

�

�

� F

min

F

max

F rom the initial b ound on �

= 2 � .

This implies t w o essen tial things. First, w e see that

width

i

( R ) > 2 � + width

i

( Q ) � width

i

( P ) + width

i

( Q ),

whic h in turn means that

P \ Q = shield

c

( R ) \ shield

b

( R ) = ; .

Second, since B in tersects c and has radius � and � ( c; Q ) > 2 � , it follo ws that

B \ Q = ; . Since R is not one-cuttable and P \ Q = ; , b y Corollary 2.17 either P

or Q has more than � j R j p oin ts. If j Q j > � j R j , then j Q [ B j = j Q j + j B j � j Q \ B j =

j Q j + j B j > j R j . Therefore, j P j > � j R j , and P = shield

c

( R ) = mos

i

( R ). Since

len

c

( R ) � F

�

� , w e are done.

Before w e in tro duce and pro v e the t w o-cuttable theorem, w e giv e a brief de-

scription of a tec hnique for �nding the t w o cuts, c

1

and c

2

necessary to partition

a giv en � -balanced region R . The algorithm for constructing a BAR tree for a

giv en p oin t set follo ws directly from this tec hnique. If R is one-cuttable, let c

1

b e a

one-cut dividing R in to t w o subregions R

1

and R

2

, and note that c

2

is not needed.

Otherwise, let ~ v

i

2 C with b ounding cut c b e the canonical direction suc h that

shield

c

( R ) = mos

i

( R ) and len

c

( R ) = min

~ v

j

2C

f len

c

j

( R ) j shield

c

j

( R ) = mos

j

( R ) g .

In other w ords, let c b e the b ounding cut asso ciated with the smal lest maximal

outer shield. Let P = shield

c

( R ). Let c

0

b e the cut parallel to c in tersecting R
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suc h that � ( c; c

0

) = width

i

( P ) + len

c

( R ) =� , for some appropriate v alue of � . Let

P

0

b e the region of R b et w een c and c

0

. W e pro v e that if R is not one-cuttable then

P

0

is. Let c

1

= c

0

b e the cut pro ducing the region P

0

. Let P

0

and R

1

= R n P

0

b e

the t w o subregions de�ned b y this cut. Let c

2

b e the one-cut dividing P

0

in to t w o

subregions R

2

and R

3

.

This notion is fairly di�cult to see in the plane. In fact, in t w o-dimensions

the smallest maximal outer shield P is alw a ys one-cuttable so P

0

do es not need to

b e used. Nonetheless, w e can illustrate the pro cess to help understand the idea.

Figure 3.3a sho ws a region R de�ned b y cuts in the x , y and x � y directions. Here,

w e place a concen tration of more than � j R j of the p oin ts inside the � -corner B , and

th us inside the shield region P . No w, instead of greedily cutting to pro duce P , w e

cut near it and pro duce a larger region P

0

. In Figure 3.3b, w e see the resulting

region P

0

. An y p oten tial � -corner m ust either touc h the left or the righ t side of P

0

,

as illustrated b y the circles B

1

and B

2

. In addition, an y � -corner m ust also in tersect

P , whic h con tained more than � j R j of the original p oin ts, in order to con tain a

ma jorit y of the p oin ts. Therefore, since P is far enough a w a y from the righ t side,

only B

1

can in tersect P . Ho w ev er, this means that B

1

is an � -corner in R implying

there should b e a smaller facet than the one c hosen. This pro cess giv es a rough

outline of the more di�cult formal pro of of the follo wing theorem.

Theorem 3.6 (Tw o-Cuttable Theorem) Supp ose w e are giv en a canonical cut

set, C , whic h satis�es the � -Corner Prop ert y 3.3. An y � -balanced canonical region

R is t w o-cuttable if the follo wing three conditions are met:

� � ( d + 1) = ( d + 2), (3.4)

� F

min

= 4( F

box

+ 1) > � > (2 F

max

+ F

�

), and (3.5)

� > 4( F

box

+ 1)(2 F

max

+ F

�

) = F

min

+ F

max

= F

min

. (3.6)

Pr o of: If R is one-cuttable, our statemen t is true, so assume R is not one-cuttable.

By Lemma 3.4 there m ust exist an � -corner B suc h that j R \ B j > (1 � � ) j R j and
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c

c

P

P

P

0

(a) (b)

B

B

1

P

0

B

2

Figure 3.3: (a) A canonical region R sho wing an � -co rner B , a shield region P , and its

co rresp onding \nea r" shield P

0

. (b) The region P

0

after cutting nea r the shield region

P (scaled). Here, P is highlighted again as a re t w o p otential � -co rners, B

1

and B

2

.

� < max ( R )( F

box

+ 1) = ( � F

min

). The conditional b ound on � giv es us the follo wing:

F

shield

= � F

min

� F

max

> 4( F

box

+ 1)(2 F

max

+ F

�

) + F

max

� F

max

= 4( F

box

+ 1)(2 F

max

+ F

�

). (3.7)

Also from the b ound on � , w e see that

� F

min

= 4( F

box

+ 1) > (2 F

max

+ F

�

). (3.8)

This implies that there exists v alues of � satisfying Equation 3.5.

Using Equation 3.7, w e can b ound the size of B b y

� <

max( R ) F

box

+ 1

� F

min

<

max( R ) F

shield

(2 F

max

( i ) + F

�

) � F

min

. (3.9)

As a result, Lemma 3.5 applies to this region. Since R is not one-cuttable, there

exists a cut direction ~ v

i

2 C suc h that shield

c

i

( R ) = mos

i

( R ) and len

c

i

( R ) �
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F

�

� . In particular, let ~ v

i

2 C with b ounding cut c

i

b e the direction suc h that

len

c

i

( R ) � len

c

j

( R ) for for all ~ v

j

2 C suc h that mos

j

( R ) = shield

c

j

( R ). Let

c = c

i

, b = b

i

, and shield

c

( R ) = mos

i

( R ). F urthermore, let P = shield

c

( R )

and Q = shield

b

( R ). Let c

0

b e the cut parallel to c in tersecting R suc h that

� ( c; c

0

) = width

i

( P ) + len

c

( P ) =� . Let P

0

b e the subregion of R b et w een c and c

0

.

Notice that P � P

0

.

Let us no w determine the width of P

0

more precisely .

width

i

( P

0

)

= width

i

( P ) + len

c

( P ) =�

= width

i

( shield

c

( R )) + len

c

( R ) =�

� len

c

( R ) = F

shield

+ len

c

( R ) =� The Shield Lemma 2.19

= len

c

( R )(1 = F

shield

+ 1 =� )

� F

�

� (1 = F

shield

+ 1 =� ) Prop ert y 3.3

< F

�

� (

1

( F

box

+ 1)( F

�

+ 2 F

max

)

+

1

F

�

+ 2 F

max

) Equations 3.5 and 3.7

< F

�

� (2 = F

�

)

= 2 � .

F ollo wing the same pro of as in Lemma 3.5, recall that width

i

( R ) � width

i

( Q ) >

2 � > width

i

( P

0

). Therefore, w e kno w that P

0

\ Q = ; , and P

0

and R n P

0

are then

b oth � -balanced regions.

No w, assume P

0

is not one-cuttable. F rom Lemma 3.4 there exists an � -corner

B

0

= ( �

0

; �

0

) suc h that

j P

0

\ B

0

j > (1 = ( d + 1)) j P

0

j � (1 � � ) j P

0

j

and

�

0

< max( P

0

)( F

box

+ 1) = ( � F

min

).
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Notice �rst that B

0

and P m ust in tersect; otherwise,

j P

0

j � j ( P

0

\ B

0

) [ P j

= j P

0

\ B

0

j + j P j � j P

0

\ B

0

\ P j

= j P

0

\ B

0

j + j P j

> (1 � � ) j P

0

j + � j R j

� (1 � � ) j P

0

j + � j P

0

j

= j P

0

j .

F rom Prop ert y 2.10, w e kno w that

max ( P

0

)

� len

c

( P

0

) + F

max

width

i

( P

0

)

= len

c

( P

0

) + F

max

( width

i

( P ) + len

c

( P ) =� )

� len

c

( P ) + len

c

( P ) F

max

(1 = F

shield

+ 1 =� ) F rom the Shield Lemma 2.19

< len

c

( P )+

len

c

( P ) F

max

(1 = (2 F

max

) + 1 = (2 F

max

)) F rom Equations 3.5 and 3.7

= 2 len

c

( P )

W e can no w b ound the radius of the ball B

0

as follo ws:

�

0

< max( P

0

)( F

box

+ 1) = ( � F

min

)

< 2 len

c

( P )( F

box

+ 1) = ( � F

min

)

< 2 len

c

( P ) = 4 � F rom Equation 3.5

= len

(

P ) = 2 � .

Also, observ e the follo wing:

� ( P ; c

0

) = width

i

( P

0

) � width

i

( P )

= len

c

( P

0

) =�

> 2 �

0

.

Since B

0

is an � -corner, it m ust in tersect either c or c

0

. Because � ( P ; c

0

) > 2 �

0

, B

0

cannot in tersect b oth c

0

and P . Ho w ev er, w e kno w that B

0

in tersects P . Conse-

quen tly , B

0

in tersects c . Since the only canonical cuts that di�er b et w een the regions
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R and P

0

are b and c

0

and an y other canonical cuts no w tangen tial to c

0

, B

0

can only

in tersect canonical cuts that are iden tical in b oth P

0

and R . But, this means that

B

0

m ust also b e an � -corner for R . Notice also that

j R \ B

0

j � j P

0

\ B

0

j

>

1

d + 1

j P

0

j

>

1

d + 1

� j R j

�

1

d + 1

d + 1

d + 2

j R j

=

1

d + 2

j R j

� (1 � � ) j R j .

Th us, from Lemma 3.5 there exists a cut direction ~ v

j

2 C suc h that shield

c

j

( R ) =

mos

j

( R ) and

len

c

j

( R ) � F

�

�

0

< F

�

len

c

i

( R ) = (2 � ) F rom our b ound on �

0

� F

�

len

c

i

( R ) = (2 F

�

) F rom Equation 3.5

= len

c

i

( R ) = 2.

Ho w ev er, this con tradicts the fact that P w as the smallest maximal outer shield.

Therefore, P

0

m ust b e one-cuttable.

This abilit y to alw a ys guaran tee t w o-cuttable regions adds a lot of 
exibilit y to

the BAR tree construction. In particular, although it is t ypical that most axis-

orthogonal cuts pro duce a su�cien t one-cut, one ma y opt to �rst do a sequence of

k axis-orthogonal cuts whic h ma y not divide the set in to a small enough p ortion

but still main tain go o d asp ect ratio. In general, one ma y hop e that suc h a sequence

do es divide adequately . After k steps, ho w ev er, the optional corner cuts ma y b e

incorp orated as a safet y net for t w o cuts whic h do pro duce prop er balancing.

Theorem 3.7 Supp ose w e are giv en a canonical cut set C whic h satis�es the � -

Corner Prop ert y and � > 4( F

box

+ 1)(2 F

max

+ F

�

) = F

min

+ F

max

= F

min

. A BAR tree
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with depth O ( d log n ) and balancing factor � can b e constructed in O ( f ( 
 ) dn log n )

time, where f ( 
 ) is a constan t function dep ending on the t yp e and size of the

canonical set. In particular, the running time of the algorithm is O ( n log n ) for �xed

dimensions and �xed canonical sets.

Pr o of: Let � � ( d + 1) = ( d + 2) and c ho ose a � within the appropriate b ounds.

Since � is large enough to �t the constrain ts from the Tw o-cuttable Theorem 3.6,

w e kno w that there m ust exist either a one-cut or t w o-cut for an y canonical region

R . Notice that at an y stage, using ev en a naiv e searc hing tec hnique, the maximal

outer shields of a region R can b e found in O ( j R j f ( 
 )) time. Subsequen tly , it

only tak es O ( 
 ) time to determine the smallest suc h region. Similarly , P

0

can b e

constructed in O ( j R j f ( 
 )) time. Therefore, w e can �nd an y one- or t w o-cut of a

region R in O ( j R j f ( 
 )) time. Because the depth is b ounded b y O (log

1 =�

n ), the

running time b ecomes O ( 
 n log

1 =�

n ). Finally , since � = O (( d + 1) = ( d + 2)) implies

that log

1 =�

n = O ( d log n ), w e get the ab o v e stated running time.

A lot of leew a y is giv en here for the di�eren t p ossible v alues of � and � . This is

b ecause the v arious functions suc h as F

max

and F

min

v ary among cut sets and some

sets ma y ha v e higher v alues for certain functions than for others. This approac h,

although certainly not optimal, giv es freedom to b ound � tigh ter once the set is

c hosen without ha ving to repro v e all b ounds for a particular cut set. Ho w ev er,

repro ving it for a sp eci�c instance, certainly ma y yield more e�cien t b ounds on � .

3.2 Corner-Cut BAR T rees

As men tioned b efore, ideally w e w ould lik e to use a set of only axis-orthogonal

cuts or at least a set as small as p ossible. First, ho w ev er, w e w ould lik e to pro v e

that there exists ev en one cut set with the � -Corner Prop ert y . By in tro ducing the

notion of a c orner cut to the standard axis-orthogonal cuts, w e pro v e suc h a set do es

exist and that BAR trees can in fact b e constructed.

De�nition 3.8 A c orner cut in I R

d

is a h yp erplane whose normal v ector is of the
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(a) (b)

Figure 3.4: (a) A co rner cut in the plane. (b) A co rner cut in 3- d .

form ( I

1

; I

2

; : : : ; I

d

) where I

i

2 f 1 ; � 1 g .

Note that there are 2

d

p ossible corner cuts corresp onding to all com binations of

� 1. In the plane, suc h a cut forms a 45

�

angle with b oth the x- and y-axes (see

Figure 3.4). Let us no w formally de�ne our �rst canonical cut set.

De�nition 3.9 The Corner Cut Canonic al Set C

c

is the set of all cuts whose normal

is one of the follo wing forms:

� axis-orthogonal cuts, (0 ; 0 ; : : : ; 1 ; : : : ; 0), or

� corner cuts, ( I

1

; I

2

; : : : ; I

d

), where I

i

2 f 1 ; � 1 g .

Let C

0

c

b e the set of axis-orthogonal cuts and C

00

c

b e the set of corner cuts ( C

c

=

C

0

c

[ C

00

c

).

F or the remainder of this section, all references to the canonical cut set C refer

to C

c

. Ev en with the in tro duction of the corner cuts, it is not p ossible to guaran tee

that there exists a single cut that divides the region in to t w o � -balanced subregions

b oth with less than a fraction of the p oin ts (see Figure 3.5). Ho w ev er, w e can pro v e

that ev ery canonical region is t w o-cuttable for su�cien tly large v alues of � and �

b y pro ving that C satis�es the � -Corner Prop ert y 3.3.
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f

Figure 3.5: A region which requires at least t w o cuts. A few p oints a re scattered

throughout the region, but the majo rit y a re concentrated very close to the facet f .

No w, all four p ossible shield cut directions a re sho wn. None a re able to divide the

concentration of p oints.

Prop ert y 3.10 F or an y canonical region R , if there exists an � -corner, B 2 R ,

then there exists a canonical corner cut c 2 R in tersecting B suc h that len

c

( R ) �

p

2( d +

p

d ) � .

Pr o of: Since B m ust in tersect ev ery axis-orthogonal cut plane, w e kno w it is

lo cated near one of the 2

d

corners of the b ounding h yp erb o x of R . Because the

corner cuts are all symmetrical, w e can assume without loss of generalit y that the

particular corner of R is the origin. Th us, the equations for the axis-orthogonal cut

planes de�ning R and in tersecting B are of the form x

i

= 0 for all i 2 f 1 ; : : : ; d g .

Since B is cen tered at � = ( �

1

; �

2

; : : : ; �

d

) with radius � and in tersects eac h of these

ab o v e axis-orthogonal planes, then � � � �

i

� � for all i 2 f 1 ; : : : ; d g .

Let us no w examine the corner cut plane c with equation (1 ; 1 ; : : : ; 1) ~ x = a .

Since B in tersects c w e kno w that

� � � ( c; � )

= ( a � �

d

i =1

�

i

) =

p

d

� ( a � d� ) =

p

d .

Therefore, a � ( d +

p

d ) � . The length of the facet of c is maximized when a =

( d +

p

d ) � . Since the facet of c is b ounded b y the axis-orthogonal cuts de�ning R ,
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w e see that len

c

( R ) = max( facet

c

( R )) �

p

2 a �

p

2( d +

p

d ) � .

Th us w e see that F

�

( C

c

) �

p

2 ( d +

p

d ). Let us analyze the other functions of

this canonical cut set relating to BAR tree construction. First, since our basis cut

set is the set of axis-orthogonal cuts, w e kno w that F

box

( C

c

) =

p

d . T o determine

the v alues of F

min

and F

max

, observ e that the � is minimized for v alues b et w een

0 and � = 2 when cos( � ) is maximized. So, let us �nd �

min

for C

c

b y �nding the

maxim um cos ( �

~ v

i

~ v

j

). W e can no w use the fact that cos ( �

~ v ~ w

) = ~ v ~ w = ( j ~ v jj ~w j ). This

v alue is maximized b et w een t w o corner cuts whic h di�er b y only one v alue of � 1.

Without loss of generalit y let ~ v

i

= (1 ; 1 ; : : : ; 1 ; 1) and ~ v

j

= (1 ; 1 ; : : : ; 1 ; � 1). Th us,

w e get

cos ( �

min

) = cos ( �

~ v

i

~ v

j

) =

(

P

d � 1

k =1

1 � 1) + 1 � � 1

p

d

p

d

=

d � 2

d

.

Using the basic form ula sin

2

( � ) = 1 � cos

2

( � ), w e see that

F

min

= sin( �

min

) =

s

1 �

d

2

� 4 d + 4

d

2

=

2

p

d � 1

d

.

W e can no w simply apply the form ula cot( � ) = cos ( � ) = sin ( � ) to get the b ound on

the maxim um gro wth function

F

max

= 2 cot( �

min

) + 1 = 2

d � 2

d

d

2

p

d � 1

+ 1 =

d � 2

p

d � 1

+ 1.

Corollary 3.11 F or the Corner Cut Canonical set C

c

, a BAR tree with depth

O ( d log n ) and balancing factor � = 
( d

2

) can b e constructed in O ( n log n ) time.

Pr o of: T o see this simple pro of, w e only need to see if our condition on � meets

the constrain t from the Tw o-cuttable Theorem 3.6. T o mak e the analysis easier,
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notice the follo wing:

F

�

<

p

2( d +

p

d )

<

p

2(2 d ),

F

min

= 2

p

d � 1 =d

> 2

p

d =d

= 2 =

p

d ,

F

max

= ( d � 2) =

p

d � 1 + 1

< ( d � 1) =

p

d � 1 + 1

=

p

d � 1 + 1

<

p

d + 1.

Using these simpli�ed v ersions, w e can no w v erify the v alidit y of � as

4( F

box

+ 1)(2 F

max

+ F

�

) = F

min

+ F

max

= F

min

< 4(

p

d + 1)(2(

p

d + 1) +

p

22 d ) = (2 =

p

d ) + (

p

d + 1) = (2 =

p

d )

= 2( d +

p

d )(2

p

d + 2 +

p

22 d ) + ( d +

p

d ) = 2

< 4( d +

p

d )(

p

d + 1 +

p

2 d ) + d

= O ( d

2

)

� � .

Th us, � = 
( d

2

) implies � satis�es the constrain ts from the Tw o-Cuttable Theo-

rem 3.6. Since C

c

has the � -Corner Prop ert y , from Theorem 3.7 w e kno w that a

BAR tree can b e constructed in O ( n log n ) time.

Whereas axis-orthogonal cuts only ha v e �(1) complexit y , the Corner Cut Canon-

ical set incorp orates cuts whose direction v ectors ha v e complexit y �( d ). This implies

that the sidedness tests used to do ev en basic p oin t lo cation searc hes can tak e �( d )

time. Therefore, ev en though the depth of the tree is O ( d log n ), answ ering a query

tak es O ( d

2

log n ) time.
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3.3 W edge-Cut BAR T rees

Corner cuts are p o w erful enough to help pro duce BAR trees. Still, they ha v e

p oten tial dra wbac ks as the dimension increases. The complexit y of an y region could

in the w orst case reac h �(2

d

). In Chapter 7, w e note that this complexit y , ev en

in v ery harshly con triv ed examples, rarely reac hes suc h p oten tial and the a v erage

remains in fact quite lo w, v ery near the optimal 2 d of a b ounding b o x. The fact

that the depth of the tree is O ( d log n ) is also notew orth y since this implies that the

complexit y of an y region can nev er b e higher than O ( d log n ).

W e w ould lik e to do b etter than this though. Again, ideally w e w ould lik e to

use only d cut directions, or at most �( d ) suc h cuts. Unfortunately , this question

still remains op en. Ho w ev er, with careful use of the � -Corner Prop ert y , w e can

drastically reduce the complexit y from exp onen tial to quadratic size. Rather than

use the �(2

d

)-sized set of corner cuts eac h ha ving �( d ) complexit y , w e use simple

w edge cuts, eac h de�ned b y the linear com bination of a pair of dimensions, giving

a �( d

2

)-sized set.

De�nition 3.12 A we dge cut in I R

d

is a h yp erplane whose normal v ector is of the

form (0 ; : : : ; 0 ; I

i

; 0 ; : : : ; 0 ; I

j

; 0 ; : : : ; 0) where I

i

; I

j

2 f 1 ; � 1 g .

Note that there are O ( d

2

) suc h p ossibilities and that the equations of the canon-

ical cut-spaces for these w edge cuts can b e written in the form � x

i

� c � x

j

, for

some c (see Figure 3.6a).

De�nition 3.13 The We dge Cut Canonic al Set C

w

is the set of all cuts whose

normal is one of the follo wing forms:

� axis-orthgonal cuts, (0 ; 0 ; : : : ; 1 ; : : : ; 0), or

� w edge cuts, (0 ; : : : ; 0 ; I

i

; 0 ; : : : ; 0 ; I

j

; : : : ; 0) where I

i

; I

j

2 f 1 ; � 1 g .

Let C

0

w

b e the set of axis-orthogonal cuts and C

00

w

b e the set of w edge cuts ( C

w

=

C

0

w

[ C

00

w

).
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(b)(a)

R

1

R

2

Figure 3.6: An example of one w edge cut p ro ducing t w o regions (a) R

1

and (b) R

2

.

Notice that in R

2

the left and b ottom sides from the o riginal region a re no longer

tangential to R

2

.

F or the remainder of this section, all references to the canonical cut set C refer

to C

w

. Notice that the cuts in this set ha v e �xed angles when pro jected on to eac h

other's planes, sp eci�cally deriv ativ es of 90

�

and 45

�

angles. This giv es us m uc h

smaller v alues for the canonical functions suc h as F

max

than with the Corner Cut

Set. Before discussing these v alues, w e �rst pro v e that this new cut set also satis�es

the � -Corner Prop ert y .

Prop ert y 3.14 F or an y canonical region R , if there exists an � -corner, B 2 R , then

there exists a canonical cut c 2 R in tersecting B suc h that len

c

( R ) � (2 +

p

2) � .

Pr o of: Since B = ( �; � ) m ust in tersect ev ery axis-orthogonal cut plane, w e kno w

that it is lo cated at one of the 2

d

corners of the b ounding h yp erb o x of R . Because

the w edge cuts are symmetrical, w e can assume without loss of generalit y , that the

particular corner of R is the origin (w e can translate and 
ip ab out eac h axis). Th us,

the equations for the axis-orthogonal cut-spaces in R in tersecting B are of the form

x

i

� 0 ; 8 i 2 f 1 ; : : : ; d g . W e kno w then that � � � �

i

� � . Let us also examine the

set of cuts, K � C

00

, in R whic h in tersect B and whose normals are of the form

(0 ; : : : ; 0 ; i; 0 ; : : : ; 0 ; � i; 0 ; : : : ; 0), i.e., x

i

� x

j

for some i; j 2 f 1 ; : : : ; d g . Eac h cut
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c

ij

2 K can b e written in the form x

i

� x

j

� �

ij

. Since c

ij

in tersects B w e kno w that

� ( �; c

ij

) � � . This in turn implies that � (

p

2 + 1) � � �

ij

� (

p

2 + 1) � . F or simplicit y ,

let �

0

= (

p

2 + 1) � . Th us, ev ery cut in K is of the form x

i

� x

j

+ �

ij

� x

j

� �

0

.

Notice also that for an y pair i; j 2 f 1 ; : : : ; d g , either c

ij

or c

j i

is in K , as ev ery

canonical cut pair in R m ust ha v e at least one of the t w o cuts in tersecting B and

consequen tly b e in K .

1

F or ev ery dimensional direction x

i

let K

i

denote the set

of cuts suc h that c

ik

2 K . Let us examine the \largest" direction, x

l

, suc h that

j K

l

j � j K

i

j ; 8 i 2 f 1 ; : : : ; d g .

Assume there exists a c

j l

2 K suc h that x

j

� x

l

. This means that 8 c

l i

2 K

l

; x

j

�

x

l

� x

i

� �

0

and that c

j i

2 K

j

. Since c

j l

2 K

j

, w e can see that j K

j

j > j K

l

j . Therefore,

w e kno w that for an y c

j l

2 K ; x

l

� x

j

� x

l

� �

0

. Let us examine the facet with the

axis-orthogonal cut, c

l

: x

l

= 0. Let p = ( p

1

; : : : ; p

d

) b e an y p oin t on this facet with

p

l

= 0. No w, recall that for an y i 2 f 1 ; : : : ; d g , x

i

� 0, therefore, p

i

� 0, and either

c

l i

2 K or c

il

2 K , implying resp ectiv ely either p

i

� p

l

+ �

0

= �

0

or p

i

� p

l

= 0.

Therefore, len

c

( R ) = max( facet

c

( R )) �

p

2 �

0

= (2 +

p

2) � .

Th us, w e already see an impro v emen t in the function F

�

where F

�

( C

w

) � 2 +

p

2 =

O (1) rather than the O ( d ) b ound from C

c

. Let us con tin ue b y analyzing the other

functions dep enden t on this new canonical cut set. Notice in this case also that

F

box

( C

w

) =

p

d . The v alues of F

min

and F

max

, ho w ev er, are quite smaller than with

the Corner Cut Set. Again, � is minimized for v alues b et w een 0 and � = 2 when

cos ( � ) is maximized. In fact, nearly ev ery pair of planes is orthogonal using w edge

cuts, except for pairs suc h as ~ v

i

= (1 ; 0 ; : : : ; 0) and ~ v

j

= (1 ; 1 ; 0 ; : : : ; 0). Notice

cos ( �

min

) = cos ( �

~ v

i

~ v

j

) =

p

2 = 2. Th us, w e can get the follo wing b ounds:

F

min

= sin( �

min

) =

p

2 = 2,

F

max

= 2 cot ( �

min

) + 1 = 3.

Corollary 3.15 F or the W edge Cut Canonical set C

w

, a BAR tree with depth

O ( d log n ) and balancing factor � = 
(

p

d ) can b e constructed in O ( n log n ) time.

1

Note, that the ordering of i and j in c

ij

is imp ortan t.
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Pr o of: As in Corollary 3.11, all w e need to see this simple pro of is c hec k if our

condition on � meets the constrain t from the Tw o-cuttable Theorem 3.6.

4( F

box

+ 1)(2 F

max

+ F

�

) = F

min

+ F

max

= F

min

� 4(

p

d + 1)(2 � 3 + 2

p

2) = (

p

2 = 2) + 3 = (

p

2 = 2)

= 4(

p

d + 1)(6

p

2 + 4) + 3

p

2

= (24

p

2 + 16)

p

d + 27

p

2 + 16

< 50

p

d + 55

= O (

p

d )

� � .

Th us, � > 50

p

d + 55 = 
(

p

d ) implies � satis�es the constrain ts from the Tw o-

Cuttable Theorem 3.6. Since C

w

has he � -Corner Prop ert y , from Theorem 3.7 w e

kno w that a BAR tree can b e constructed in O ( n log n ) time.

Unlik e the Corner Cut set used in the previous section, the W edge Cut set uses

cut directions whose complexit y is at most t w o. Therefore, during an y particular

query , comparisons at eac h no de tak e only constan t time.

3.4 Bene�cial Enhancemen ts

In man y of the algorithms presen ted in the follo wing c hapter, the ab o v e data

structures p erform nearly optimally . Ho w ev er, w e can impro v e the running time's

dep endency on the appro ximation v alue � b y a factor of log( n ) b y sligh tly altering

our implemen tation in t w o w a ys. Note, this is mainly for theoretical reasons, and

in practice these alterations are probably neither b ene�cial nor necessary , since the

inheren t data set ma y create this v ariation itself.

Observ e that it is quite p ossible to divide a region R in to t w o subregions R

1

and

R

2

in whic h the n um b er of p oin ts is fairly ev enly distributed but the geometric sizes

are quite di�eren t. In other w ords, O

R

1

� O

R

and O

R

2

� O

R

. In fact, this pro cess

ma y b e rep eated on R

1

and then on one of R

1

's c hildren and so on for O (log n )

iterations. The argumen ts for enhancing the p erformance rely on an observ ation
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that once a no de R is visited with a constan t size s , the size of an y region R

1

at

depth l from R 's subtree is O ( s�

l

) for some � < 1.

F ortunately , this sligh t enhancemen t can b e done on an y standard BAR tree

b ecause at an y lev el w e can do a geometric size reduction cut rather than p oin t

size reduction cut. The algorithm simply has to divide the region along the longest

side, i.e., the cut direction corresp onding to max( R ). In particular, with b oth the

Corner Cut and W edge Cut sets, the algorithm need only divide along the longest

axis-orthogonal side. The pro cess can b e rep eated for at most d � 1 steps, un til the

resulting regions all ha v e maxim um size less than some fraction of the original re-

gion's maxim um size. On an implemen tation note, the construction algorithm needs

to only k eep trac k of eac h region and its maxim um side length. After some constan t

n um b er of lev els, if the region has not shrunk su�cien tly b y itself, a sequence of

geometric size reduction cuts can b e p erformed to force the reduction in size.

Predominan tly for con v enience in our argumen ts, w e also store at ev ery no de u

in the tree a p oin t p 2 S whic h lies in one of the leaf no des of the subtree ro oted at

u , i.e., a p oin t p 2 S R

u

(where R

u

is the region asso ciated with u ). As for storage,

since the size of the tree is O ( n ) this increases storage space b y at most a constan t

factor of n . Notice that in our construction it is p ossible for a region to ha v e all of

the p oin ts concen trated near one corner of the region. In suc h a case, a dividing cut

ma y not b e found un til the next cut, and one no de ma y actually ha v e no c hildren.

W e call suc h a no de an empt y no de. In order to prop erly reduce the running time,

it is essen tial that a reference data p oin t is stored at the paren t of an empt y no de.

Otherwise, ho w ev er, this extra storage is not needed.

When referring to BAR trees in the follo wing c hapter, w e alw a ys mean BAR

trees enhanced for size reduction and p oin t storage. W e shall sho w that this simple

c hange allo ws nice theoretical impro v emen ts to geometric searc hing algorithms.
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Chapter 4

Geometric Applications

Supp ose w e are giv en a p oin t set S of n p oin ts in I R

d

. After constructing a

BAR tree T on S , w e are able to p erform m ultiple geometric queries. F or an y query

p oin t q 2 I R

d

, w e are able to e�cien tly rep ort b oth the appro ximate-nearest and

appro ximate-farthest neigh b ors of q in S . If w e are also giv en a radius r , w e are able

to e�cien tly return all p oin ts within a distance r from q plus p ossibly some p oin ts

that are sligh tly farther than r from q , a standard form of appro ximate pro ximit y

searc hing. Similarly , w e can p erform appro ximate range queries on a region R ,

returning all p oin ts in S falling inside R and p ossibly some that are \near" R .

These are some of the most fundamen tal queries in geometric computing and ha v e

uses across man y disciplines. In terestingly , all of these queries w ork in the BAR tree

framew ork under an y of the Mink o wski L

p

metrics using the same constructed tree.

W e more formally describ e some of these applications shortly .

4.1 P ac king Lemma

Ary a et al. [9 , 8 ] prop ose a tec hnique to solv e the appro ximate nearest-neigh b or

and appro ximate range query problems b y constructing a balanced b o x-decomp osition

(BBD) tree. Similar to our BAR trees, these trees main tain an � -balanced asp ect

ratio but do so b y in tro ducing non-con v ex hole cuts. Their argumen ts and tec h-
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niques for solving these query problems, ho w ev er, are easily transferable to our data

structure. Lik e our tec hnique, theirs relies on a pac king constrain t limiting the

n um b er of no des visited during the query op erations.

De�nition 4.1 F or a region R , w e de�ne a r e gion annulus with r adius r A

R;r

to

b e the set of all real p oin ts p 2 I R

d

suc h that p 2 A

R;r

if and only if p =2 R and

� ( p; R ) < r .

Basically , a region ann ulus is the set of p oin ts outside but near the b order of R .

If R w ere a spherical region with radius r

0

, this w ould b e the in tuitiv e notion of an

ann ulus of radii r

0

and r

0

+ r .

De�nition 4.2 F or an y region ann ulus A = A

R;r

, a region R

0

pier c es A if and only

if there exists t w o real p oin ts q

1

; q

2

2 R

0

suc h that q

1

2 R and q

2

=2 R [ A .

In other w ords, the region R lies on b oth sides of A

R;r

, part inside R and part

farther than r a w a y (see Figure 4.1).

Lemma 4.3 ( P ac king Lemma ) Supp ose w e are giv en a (query) region Q , a canon-

ical cut set C , and a set L of disjoin t � -balanced canonical regions whic h pierce the

region ann ulus A

Q;r

. If Q is con v ex, then

j L j = O (( �

p

d )

d

( O

Q

=r )

d � 1

) ;

otherwise

j L j = O (( �

p

d )

d

( O

Q

=r )

d

).

Pr o of: Let R b e an y � -balanced canonical region whic h pierces the ann ulus A .

F rom De�nition 4.2, this means that the outer radius O

R

� r . Since the region is

� -balanced, recall that the inner radius of R , I

R

� O

R

=� . Notice that the v olume

of R , in an y metric, is greater than the v olume of the L

1

h yp ersphere, a diamond in

the plane,

V

R

� (2 I

R

=

p

d )

d

� (2 O

R

= ( �

p

d ))

d

;
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A

r

O

Q

O

R

I

R

B

Figure 4.1: A canonical region R which pierces an annulus A with radius r and de�ned

b y a query region Q . Notice B = A \ R and that I

B

is p rop o rtional to I

R

.

and b ecause the ob jects are con v ex, the in tersection B = A

T

R has v olume V

B

�

(2 r = ( �

p

d ))

d

(see Figure 4.1).

In an y metric, the v olume of an y ann ulus A is certainly less than the v olume

of the outer b ounding b o x of A whic h has length no more than 2( O

Q

+ r ) (see

Figure 4.2). Th us, w e can b ound the v olume of A as

V

A

� (2( O

Q

+ r ))

d

.

Since the regions in L do not o v erlap, j L j m ust b e less than the ratio of the t w o

v olumes V

A

and V

B

,

j L j � V

A

=V

B

� (2( O

Q

+ r ))

d

= (2 r = ( �

p

d ))

d

� ( �

p

d ( O

Q

=r + 1))

d

= O (( �

p

d )

d

( O

Q

=r )

d

).

No w if the region Q is con v ex, w e can actually tigh ten this b ound a little further.

Notice in this case that the di�erence b et w een the v olume of the outer and inner

b o xes of length 2( O

Q

+ r ) and 2 O

Q

b ounds an y ann ulus A with a con v ex region Q .

So, w e get a b ound on the v olume of A as follo ws

V

A

� (2 O

Q

+ 2 r )

d

� (2 O

Q

)

d

.
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Q

A

Figure 4.2: An annulus A de�ned b y a query region Q . Notice that the a rea inside A

is certainly less than the volume of the b ounding b o x of A .

Again since the regions in L do not o v erlap, w e can no w b ound j L j as follo ws

j L j � V

A

=V

B

� ((2 O

Q

+ 2 r )

d

� (2 O

Q

)

d

) = (2 r = ( �

p

d ))

d

= ( �

p

d )

d

(( O

Q

=r + 1)

d

� ( O

Q

=r )

d

)

� O (( �

p

d )

d

( O

Q

=r )

d � 1

).

Th us, our b ounds hold for b oth con v ex and non-con v ex query regions.

4.2 Nearest-neigh b or T yp e Queries

W e often refer to a no de u in a giv en tree with an asso ciated region R

u

. In these

cases, for con v enience w e use � ( u; q ) = � ( R

u

; q ) and similarly �( u; q ) = �( R

u

; q ).

W e are no w ready to de�ne the nearest-neigh b or problem.

De�nition 4.4 F or a set S of p oin ts in I R

d

, a query p oin t q 2 I R

d

, and � > 0, a

p oin t p 2 S is a (1 + � ) -ne ar est neighb or of q if � ( p; q ) � (1 + � ) � ( p

�

; q ), where p

�

is

the true nearest neigh b or to q .
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q

S

p

�

�

(

p

�

;

q

)

�

�

(

p

�

;

q

)(1

�

�

)

p

Figure 4.3: An example of a bad relative erro r app ro ximation. The p oint set S is

concentrated entirely within the circle. Here w e have a query p oint q with fa rthest

neighb o r p

�

2 S and nea rest neighb o r p 2 S . Using the relative erro r p is an � -

app ro ximate fa rthest neighb o r to p

�

and in fact p

�

is an � -app ro ximate nea rest neighb o r

to p . Using an absolute erro r b ound as w ell, removes this p roblem.

In other w ords, suc h a p is within a constan t error factor of the true nearest

neigh b or. This de�nition can also b e extended to rep ort a sequence of s (1 + � )-

nearest neigh b ors. There is quite a direct translation to the appro ximate farthest-

neigh b or algorithm, but, as w e sho w, the follo wing sligh t alteration yields an ev en

b etter p erformance.

De�nition 4.5 F or a set S of p oin ts in I R

d

, a query p oin t q 2 I R

d

, and � > 0, a

p oin t p 2 S is a (1 � � ) -farthest neighb or of q if � ( p; q ) � � ( p

�

; q ) � �D , where p

�

is

the true farthest neigh b or and D is the diameter of the p oin t set.

Notice that w e are using an absolute error b ound rather than the standard

relativ e error, � ( p; q ) � (1 � � ) � ( p

�

; q ), b ecause the absolute b ound is tigh ter in

ev ery case. Imagine a p oin t set S that is tigh tly con tained in the unit sphere, and

a query p oin t q that is extremely far from this sphere, sa y 100 =� units. No w, an y

p oin t in S is a (1 � � )-farthest neigh b or of q using the standard relativ e error b ound.

(See Figure 4.3) In our de�nition, a query p oin t is the b etter of the absolute and
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relativ e distances, within a constan t factor 2 of � . Since w e are searc hing for the

farthest neigh b or, an y query p oin t m ust b e at least half the diameter D of the p oin t

set a w a y from one of the p oin ts in the set, � ( p

�

; q ) � D = 2. Letting �

0

= 2 � , w e see

that

� ( p; q ) � � ( p

�

; q ) � �D

� � ( p

�

; q ) � � 2 � ( p

�

; q )

= (1 � 2 � ) � ( p

�

; q )

= (1 � �

0

) � ( p

�

; q ).

As a result, using an absolute error b ound in the appro ximate farthest-neigh b or

query alw a ys giv es a p oin t whose distance is at least as far as the distance obtained

using a relativ e error b ound. In fact, one can extend this notion and our argumen ts

to comp ensate for this problem in nearest-neigh b or queries as w ell. In other w ords,

when the query p oin t is relativ ely far a w a y from the en tire data set, w e can use the

absolute error b ound.

Ary a et al. describ e and pro v e a theorem for �nding the appro ximate nearest-

neigh b or. Similar to theirs, our searc hing tec hnique follo ws a standard priorit y

searc h. W e no w brie
y discuss ho w to use a BAR tree to appro ximate the nearest-

neigh b or and farthest-neigh b or problems. W e then go in to more details on the t w o

v ersions.

Giv en a query p oin t q , w e b egin b y �nding a leaf no de that is the closest to q .

Here, the distance b et w een q and a region R is � ( R ; q ) as describ ed in Section 2.1,

i.e., the distance from q to the nearest ph ysical p oin t in R . W e next en umerate, via

a priorit y queue, all no des in T in increasing order of distance, visiting nearest no des

�rst. A t ev ery no de, w e compute the distance b et w een that no de's data p oin t(s)

and q while alw a ys main taining p , the curren t nearest p oin t to q seen. Recall from

Section 3.4 that ev ery no de has at least one asso ciated no de p oin t. When the

distance b et w een q and the curren t nearest no de is greater than � ( p; q ) = (1 + � ), w e

terminate the searc h.

The farthest-neigh b or searc hing algorithm is quite similar. Giv en a query p oin t

q , w e �rst b egin b y �nding a leaf no de that is the farthest to q . Here, as describ ed
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in Section 2.1, the distance b et w een q and a region R is �( R ; q ) or the farthest

ph ysical p oin t in R from q . The no des are no w en umerated via a priorit y queue in

decreasing order of distance, farthest no des �rst. Again, at ev ery no de visited, w e

compute the distance b et w een that no de's data p oin t(s) and q while main taining

p , the farthest p oin t from q iden ti�ed so far. When the distance b et w een q and

the curren t farthest no de is less than � ( p; q ) + �D , w e can terminate the searc h, as

� ( p

�

; q ) < � ( p; q ) + �D .

There are n umerous w a ys to main tain these priorit y queues to ac hiev e v arious

p erformance b ounds. First, let L b e the total set of no des visited during an y searc h.

Notice that j L j � j T j = O ( n ). W e can main tain insertions and deletions in time

O (log j L j ) (for example, see [26]). Th us, w e can b ound the algorithm b y a running

time of O ( j L j log j L j ). W e can, ho w ev er, do b etter.

As men tioned in Ary a et al. [8], a Fib onacci heap [29 , 35] allo ws us to p erform

sligh tly b etter. After remo ving a no de from the queue, rather than inserting b oth

c hildren bac k on to the queue and then remo ving the next nearest no de, only the

farther (or nearer) of the t w o c hild regions is inserted on to the queue. The other

c hild no de is simply tra v ersed, as if it w ere inserted and then immediately remo v ed,

and the pro cess is rep eated un til a leaf no de is reac hed and the next no de needs to

b e p opp ed from the queue. Let L

0

b e the set of no des p opp ed from the heap. Recall

that a Fib onacci heap supp orts insertions in O (1) amortized time and extractions

in O (log n ) time. Th us, w e can no w b ound the running time of our algorithm b y

O ( j L j + j L

0

j log j L j ). W e use the pac king lemma 4.3 to sho w that the BAR tree

can, in fact, b ound the sizes of b oth L and L

0

b y resp ectiv ely a log n factor and a

constan t factor dep ending on � .

As one �nal impro v emen t, assume that for a particular query the size of L

0

can

b e b ounded b y some v alue L . If w e use a pruning op eration on the queue, w e can

impro v e the running time sligh tly . After inserting a new elemen t, if the n um b er

of elemen ts in the queue is larger than 2 L , w e simply remo v e the L largest (or

smallest, if doing a farthest-neigh b or searc h) elemen ts of the queue. Rather than

actually delete eac h of them individually , w e instead reinsert the remaining elemen ts
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in to a new queue. Since w e kno w that the largest (smallest) L elemen ts can nev er

b e extracted from the queue, w e are not losing imp ortan t information but instead

only sa ving space. In fact, if p is the curren t nearest (farthest) neigh b or seen, w e

can alw a ys remo v e from the queue an y no des whic h are farther than � ( p; q ) = (1 + � )

from q (or nearer than � ( p; q ) + �D to q ). Th us, our running time can b e c hanged

sligh tly to O ( j L j + j L

0

j log j L

0

j ). T o see the impro v emen t, recall that j L j is dep enden t

on n (logarithmically) but L � j L

0

j is a constan t dep enden t on � . T o see ho w these

tec hniques w ork, let us go in to more tec hnical detail for b oth v ariations of neigh b or

searc hing.

4.2.1 Nearest-Neigh b or Searc h Algorithm

Let us start b y examining the nearest-neigh b or searc h and the priorit y queue

used in this searc h. The follo wing subsection including the searc hing algorithm and

pro ofs are quite similar to Ary a et al. [8], except that empt y no des are handled

sligh tly di�eren t and the size of the queue is b ounded, impro ving p erformance b y

an O (log n ) factor. The analysis is included here for completeness and to b etter

understand the farthest-neigh b or algorithm.

W e start the priorit y queue Q with the ro ot no de of T . Let p b e the curren t

nearest neigh b or iden ti�ed during our searc h, initially some p oin t at 1 . A t ev ery

stage, extract from Q the no de u that is the nearest to q . If (1 + � ) � ( u; q ) � � ( p; q ),

w e exit and return p as the (1 + � )-appro ximate nearest neigh b or. The follo wing

op erations are rep eated un til the next no de is extracted from Q . If u is not a leaf,

let u

1

and u

2

b e u 's c hildren. Let p

0

2 S

0

b e the data p oin t asso ciated with that

no de. If � ( p

0

; q ) < � ( p; q ), let p  p

0

. Without loss of generalit y , let u

1

b e the

no de nearer to q , i.e. � ( u

1

; q ) � � ( u

2

; q ). Insert u

2

on to the queue and con tin ue

with u

1

, b ypassing the extraction pro cess. If u is a leaf no de, let S

0

= S \ u b e the

(constan t-size) set of data p oin ts in u . F or all p

0

2 S

0

, if � ( p

0

; q ) < � ( p; q ), let p  p

0

.

Con tin ue b y extracting the next nearest no de from Q .

As an additional impro v emen t, let us assume that the n um b er of no des that

are extracted from the queue can b e b ounded a priori b y some v alue L , a function
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dep enden t on � , d , and � . W e can no w use a mo di�ed queue called a prune d queue

with maximum size L to help sp eed up our searc h application sligh tly .

Lemma 4.6 Supp ose w e kno w that at most L extractions (but an y n um b er of

insertions) are p erformed on a priorit y queue Q . Then, Q can b e main tained so that

insertions tak e O (1) amortized time and extractions tak e O (log L ) time.

Pr o of: W e use a queue Q whic h is a standard Fib onacci heap. After p erforming

an insertion op eration, if the size of Q is greater than 2 L w e prune the Q to a size L .

Notice this alw a ys main tains the fact extractions tak e O (log j Q j ) = O (log L ) time.

Recall that insertions in to a Fib onacci heap tak e O (1) time. Therefore, insertions

in to Q tak e O (1) time plus the time to prune.

W e prune the queue b y �rst �nding the median m of all the v alues in Q in

O ( j Q j ) = O ( L ) time. W e then create a new queue Q

0

b y inserting the L no des in

Q less than m in O ( L ) amortized time. This Q

0

then replaces the old Q . Since the

next instance this pruning op eration is p erformed, w e ha v e necessarily p erformed

at least another L insertions. The total cost of pruning can b e spread across these

individual insertions to pro duce an O (1) amortized pruning time.

Th us, the queue can b e main tained as stated. T o see the correctness, simply

notice that since there are at most L extractions, an y v alue larger than the L

th

largest elemen t in Q can nev er b e extracted, so it can b e remo v ed without a�ecting

the extraction op erations.

Before analyzing the running time, let us see the correctness of the algorithm.

F or con v enience, w e call a no de visite d if its data p oin t(s) and c hildren no des ha v e

b een accessed. Most imp ortan tly , a no de pushed on to the queue (b y its paren t) is

not visited un til it is extracted from the queue and \examined". This description

helps a v oid some confusion as to when a no de actually is visited.

Lemma 4.7 Supp ose w e are giv en a BAR tree T . F or an y query p oin t q , a (1 + � )-

nearest neigh b or to q can b e found using Algorithm 4.4.
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APPROXIMATE-NEAREST-NEIGH BOR( q , � )

Q  root ( T )

p  1

do u  Q: extractMin ()

if � ( u; q ) > � ( p; q ) = (1 + � )

return p

while u is not a leaf

u

1

 leftChild ( u )

u

2

 rightChild ( u )

for all p

0

in dataSet( u )

if � ( p

0

; q ) < � ( p; q )

p  p

0

if � ( u

1

; q ) � � ( u

2

; q )

Q: insert ( � ( u

2

; q ) ; u

2

)

u  u

1

else

Q: insert ( � ( u

1

; q ) ; u

1

)

u  u

2

end while

// u is now a leaf

for all p

0

in dataSet( u )

if � ( p

0

; q ) < � ( p; q )

p  p

0

repeat

Figure 4.4: The basic algo rithm to p erfo rm nea rest-neighb o r p rio rit y sea rching.
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Pr o of: T o see the correctness of Algorithm 4.4 start b y lo oking at the leaf no de

u

�

in T con taining p

�

, the true nearest neigh b or to q . If u

�

has b een visited, the

algorithm w ould set p  p

�

and return the correct solution up on termination. If

u

�

has not y et b een visited, implying p 6= p

�

, let u b e the last no de visited b efore

termination. Recall that the algorithm terminates when (1 + � ) � ( u; q ) � � ( p; q ) It

follo ws then that

� ( p; q ) � (1 + � ) � ( u; q )

� (1 + � ) � ( u

�

; q )

� (1 + � ) � ( p

�

; q ).

Th us, the algorithm correctly rep orts the appro ximate nearest neigh b or to q .

Theorem 4.8 Supp ose w e are giv en a BAR tree T with depth O ( k log

1 =�

n ) and


 canonical v ectors. F or an y query p oin t q , Algorithm 4.4 �nds a (1 + � )-nearest

neigh b or to q in O ( k log

1 =�

n + �

1 � d

log(1 =� )) time.

Pr o of: Let us b egin b y describing some region ann uli de�ned b y the query p oin t q

and the appro ximate nearest-neigh b or p rep orted b y the algorithm (see Figure 4.5).

� Let B

1

b e the ball cen tered at q whose radius is � ( p; q ) = 2.

� Let B

�

= B

2

b e the ball cen tered at q whose radius is � ( p; q ) = (1 + � ).

� Let A

1

b e the region ann ulus with asso ciated region B

1

and radius r

1

=

� ( p; q ) = 2.

� Let A

2

ha v e region B

2

and radius r

2

= � ( p; q ) = (1 + � ).

� Let A

�

ha v e region B

�

and radius r

�

= � ( p; q ) �= (1 + � ).

F or the pro of of the running time, let L b e the set of all visited no des ignoring the

last no de visited. Since p is the nearest p oin t found, for an y visited no de u 2 L with

asso ciated p oin t p

1

, w e kno w that � ( p

1

; q ) � � ( p; q ), and th us that p

1

lies outside

of B

1

, B

2

, A

1

, and A

�

. Recall that, except for the last no de, ev ery no de u visited

�ts the condition that � ( u; q ) < � ( p; q ) = (1 + � ). Therefore, there exists another real
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q

p

�

p

r

1

r

�

r

2

B

1

B

2

� ( p; q )

R

�

R

2

R

1

Figure 4.5: A query p oint q and the resp ective app ro ximate-nea rest neighb o r p and the

true nea rest-neighb o r p

�

. The va rious t yp es of annuli a re denoted. F o r example, A

1

is

comp osed of the circle B

1

and radius r

1

. The three shaded regions R

1

, R

2

, and R

�

pierce the annuli A

1

, A

2

, and A

�

. In fact, all three regions must pierce A

�

. Notice the

di�erence in size b et w een the three regions.

p oin t p

2

2 R

u

suc h that p

2

lies inside B

�

. By De�nition 4.2 w e kno w that u pierces

A

�

. Let us no w mak e a second classi�cation. Let L

1

b e the set of no des visited that

pierce A

1

. Notice that an y no de u 2 L

1

has � ( u; q ) < � ( p; q ) = 2. Let L

2

b e the set

of no des visited that pierce A

2

. Notice that for an y no de u 2 L

2

, there exists a real

p oin t p

2

2 R

u

suc h that p

2

lies outside of A

2

and B

2

. Let L

�

= L � ( L

1

[ L

2

) b e the

set of all visited no des not in L

1

or L

2

. Let us more sp eci�cally de�ne the subset

L

0

1

� L

1

. F or an y no de u 2 L

1

with c hild no des u

l

and u

r

in T , u 2 L

0

1

if and only

if u

l

; u

r

=2 L

1

. In other w ords, neither of u 's c hildren pierces A

1

. Notice that L

0

1

is a

disjoin t set of � -balanced regions that pierce A

1

. W e similarly de�ne L

0

2

and L

0

�

.

Notice from our c hoice of regions for A

1

, A

2

, and A

�

that

O

B

1

=r

1

= ( � ( p; q ) = 2) = ( � ( p; q ) = 2) = 1,

O

B

2

=r

2

= ( � ( p; q ) = (1 + � )) = ( � ( p; q ) = (1 + � )) = 1, and

O

B

�

=r

�

= ( � ( p; q ) = (1 + � )) = ( � ( p; q ) �= (1 + � )) = 1 =� .

72



F rom the P ac king Lemma 4.3, w e ha v e the follo wing b ounds on the size of these sets

j L

0

1

j = O (( �

p

d )

d

( O

B

1

=r

1

)

d � 1

)

= O (( �

p

d )

d

)

= O (1)

j L

0

2

j = O (( �

p

d )

d

( O

B

2

=r

2

)

d � 1

)

= O (( �

p

d )

d

)

= O (1)

j L

0

�

j = O (( �

p

d )

d

( O

B

�

=r

�

)

d � 1

)

= O (( �

p

d )

d

�

1 � d

)

= O ( �

1 � d

).

Since the depth of the tree is O ( k log

1 =�

n ), w e can b ound the size of L

1

and L

2

b y

j L

i

j � j L

0

i

j k log

1 =�

n , for i = 1 ; 2.

Let R

u

b e the region asso ciated with an y u 2 L

�

. Since R

u

pierces A

�

w e

kno w that O

R

u

� r

�

= � ( p; q ) �= (1 + � ). Additionally , since R

u

do es not pierce A

1

or A

2

, w e also kno w that O

R

u

� r

1

+ r

2

= � ( p; q )(1 = 2 + 1 = (1 + � ) � 2 = (1 + � ).

W e can easily mo dify the analysis to accommo date the fact that � ma y b e larger

than 1. Recall the size reduction enhancemen t whic h guaran tees that after some

constan t c n um b er of lev els the size of the regions shrink b y some constan t factor

� . Therefore, w e can easily b ound L

�

b y j L

�

j � j L

0

�

j c log

1 =�

� . Ho w ev er, a tigh ter

analysis in v olv es pro ducing sets iden tical to L

1

, L

2

, L

0

1

, and L

0

2

but represen ting

regions of size �

� i

� ( p; q ) = (1 + � ) ranging i from 0 ; 1 ; : : : ; log

1 =�

. Summing up the

sizes of these sets yields a geometric sequence whose sum is a constan t factor times

the size of the �nal set or j L

0

�

j . Therefore, w e can b ound L

�

sligh tly more e�cien tly

as j L

�

j = O ( j L

0

�

j ).

No w recall that ev ery visited no de p erforms O (1) steps to c hec k its data p oin t(s).

Since eac h canonical region has O ( 
 ) = O (1) complexit y , it also computes the

distances from q to its t w o c hildren in O (1) time. It then p erforms one insertion
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op eration on to Q taking O (1) amortized time. A t a leaf no de, w e p erform one

extract op eration from Q taking O (log j Q j ) time. Ho w ev er, since w e main tain in

constan t amortized time a pruned queue with maxim um size O ( j L

�

j ), w e kno w from

Lemma 4.6 that an y extract op eration actually tak es O (log j L

�

j ) time.

Therefore, our total running time for the algorithm is

O ( j L

1

j + j L

2

j + j L

�

j log j Q j ) = O ( k log

1 =�

n + �

1 � d

log(1 =� )).

F rom Lemma 4.7, w e kno w that the algorithm returns a (1 + � )-nearest neigh b or to

q , and w e are �nished with the pro of.

4.2.2 F arthest-Neigh b or Searc h Algorithm

Let us no w describ e in more detail the related farthest-neigh b or searc hing al-

gorithm. The algorithm and analysis follo w v ery closely to Section 4.2.1. Again,

w e use a pruned priorit y queue Q with maxim um size L to b e computed later. Of

course, the extraction op eration is rev ersed to extract the largest v alue and prune

the L smallest v alues.

Initially , w e start Q with the ro ot no de of T . Let p b e the curren t farthest

neigh b or. A t ev ery iteration, extract from Q the no de u that is the farthest from q .

If �( u; q ) � � ( p; q ) + �D , w e exit and return p as the (1 � � )-appro ximate farthest

neigh b or. As in Algorithm 4.4, the follo wing op erations are rep eated un til the next

no de is extracted from Q . If u is not a leaf, let u

1

and u

2

b e u 's c hildren. Let p

0

2 S

0

b e the data p oin t asso ciated with that no de. If � ( p

0

; q ) > � ( p; q ), let p  p

0

. Without

loss of generalit y , let u

1

b e the no de farther from q , i.e., �( u

1

; q ) � �( u

2

; q ). Insert

u

2

on to the queue and con tin ue with u

1

, b ypassing the extraction pro cess. If u is

a leaf no de, let S

0

= S \ u b e the (constan t-size) set of data p oin ts in u . F or all

p

0

2 S

0

, if � ( p

0

; q ) > � ( p; q ), let p  p

0

. Con tin ue b y extracting the next farthest

no de from Q .

Let us �rst examine the correctness of the algorithm. As in the previous subsec-

tion, w e use the same reference to visited no des, i.e., an y no de whose data p oin t(s)

and c hildren ha v e b een accessed.
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APPROXIMATE-FARTHEST-NEIG HBOR ( q , � )

Q  root ( T )

p  q

do u  Q: extractMax ()

if �( u; q ) � � ( p; q ) + �D

return p

while u is not a leaf

u

1

 leftChild ( u )

u

2

 rightChild ( u )

for all p

0

in dataSet( u )

if � ( p

0

; q ) > � ( p; q )

p  p

0

if �( u

1

; q ) � � ( u

2

; q )

Q: insert (�( u

2

; q ) ; u

2

)

u  u

1

else

Q: insert (�( u

1

; q ) ; u

1

)

u  u

2

end while

// u is now a leaf

for all p

0

in dataSet( u )

if � ( p

0

; q ) > � ( p; q )

p  p

0

repeat

Figure 4.6: The basic algo rithm to p erfo rm fa rthest-neighb o r p rio rit y sea rching.
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Lemma 4.9 Supp ose w e are giv en a BAR tree T . F or an y query p oin t q , a (1 � � )-

farthest neigh b or to q can b e found using Algorithm 4.6.

Pr o of: T o see the correctness of Algorithm 4.6 let the leaf no de u

�

b e the no de

con taining p

�

. If u

�

has b een visited, the algorithm w ould set p  p

�

and return

the correct solution up on termination. If u

�

has not y et b een visited, implying

p 6= p

�

, let u b e the last no de visited b efore termination. Recall that the algorithm

terminates when �( u; q ) � � ( p; q ) + �D . It follo ws that

� ( p

�

; q ) � �( u

�

; q )

� �( u; q )

� �( p; q ) + �D .

Th us, the algorithm correctly rep orts the appro ximate farthest neigh b or to q .

Because of the b ound on the true farthest neigh b or, w e can also use the P ac king

Lemma 4.3 with a similar argumen t to the nearest-neigh b or algorithm to limit the

n um b er of leaf no des visited.

Theorem 4.10 Supp ose w e are giv en a BAR tree T with depth O ( k log

1 =�

n ), a

constan t balancing factor � , and 
 canonical v ectors, on a p oin t set S with diameter

D . Let n = j S j . F or an y query p oin t q , Algorithm 4.6 �nds a (1 � � )-farthest neigh b or

to q in O ( k log

1 =�

n + �

1 � d

log(1 =� )) time.

Pr o of: The pro of for this theorem follo ws almost iden tically to the pro of for The-

orem 4.8. The only condition is to de�ne and b ound the sizes of the ann uli and the

asso ciated sets. Let us, therefore, b egin b y describing the necessary region ann uli

de�ned b y the query p oin t q and the appro ximate farthest-neigh b or p rep orted b y

the algorithm.

� Let B

S

b e the smallest ball con taining the data set S . Notice that b y de�nition

O

B

S

= O

S

.

� Let B

1

b e the ball cen tered at q whose radius is � ( p; q ) � D .
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� Let B

�

= B

2

b e the ball cen tered at q whose radius is � ( p; q ).

� Let A

1

b e the region ann ulus with asso ciated region B

1

\ B

S

and radius r

1

= D .

� Let A

2

ha v e region B

2

\ B

S

and radius r

2

= D .

� Let A

�

ha v e region B

�

\ B

S

and radius r

�

= �D .

Notice for an y of the ann uli regions R = B

i

\ B

S

w e kno w that O

R

� D . Let L

b e the set of all visited no des ignoring the last no de visited. Since p is the farthest

p oin t found, for an y visited no de u 2 L with asso ciated p oin t p

1

, w e kno w that

� ( p

1

; q ) � � ( p; q ), and th us that p

1

lies inside of B

�

\ B

S

. Also, ev ery no de u visited

�ts the condition that �( u; q ) > � ( p; q ) + �D . Th us, there exists another real p oin t

p

2

2 R

u

suc h that p

2

lies outside of B

1

, B

2

, A

1

, and A

�

. This means that ev ery

visited no de u m ust pierce A

�

. W e de�ne the subset of L as b efore. Let L

1

b e the

set of no des visited that pierce A

1

. Let L

2

b e the set of no des visited that pierce

A

2

. Let L

�

= L � ( L

1

[ L

2

) b e the set of all visited no des not in L

1

or L

2

. This

means that ev ery no de L b elongs to at least one of the three sets. Bounding the

size of these sets then accurately measures the running time of the algorithm. Let

us de�ne the subset L

0

1

� L

1

as b efore. F or an y no de u 2 L

1

with c hild no des u

l

and u

r

in T , u 2 L

0

1

if and only if u

l

; u

r

=2 L

1

. In other w ords, neither of u 's c hildren

pierces A

1

. Notice that L

0

1

is a disjoin t set of � -balanced regions that pierce A

1

.

Similarly , w e de�ne L

0

2

and L

0

�

.

Notice from our c hoice of regions, particularly the use of in tersecting the v arious

balls with B

S

, that

O

( B

1

\ B

S

)

=r

1

� D =D = 1,

O

( B

2

\ B

S

)

=r

2

� D =D = 1, and

O

( B

�

\ B

S

)

� D = ( �D ) = 1 =� .

W e can no w apply the P ac king Lemma 4.3 to b ound the sizes of the sets L

0

1

,

L

0

2

, and L

0

�

to the iden tical sizes as in the pro of of Theorem 4.8. F rom this w e

can directly b ound the set L

1

and L

2

. T o see the �nal b ound on L

�

, let R

u

b e
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the region asso ciated with an y u 2 L

�

. Again, since R

u

pierces A

�

w e kno w that

O

R

u

� r

�

= �D . In addition, since R

u

do es not pierce A

1

or A

2

, w e also kno w that

O

R

u

� r

1

+ r

2

= 2 D . Th us, the size reduction enhancemen t also b ounds L

�

. F rom

Lemma 4.9, w e kno w that the algorithm returns a (1 � � )-farthest neigh b or to q in

O ( k log

1 =�

n + �

1 � d

log(1 =� )) time.

4.3 Range Queries

BAR trees are also useful for another imp ortan t class of geometric queries, what

w e call appro ximate range t yp e queries. These include pro ximit y queries, con v ex

and non-con v ex range queries, and halfspace queries. F or example, an � -appro ximate

range query for a range Q returns all p oin ts from S inside Q plus p ossibly some

p oin ts that are appro ximately \near" Q . This is one of the standard approac hes

to appro ximate range queries [9]. Before w e get in to the details of eac h individual

query , let us de�ne this and some other p ossible appro ximate range t yp e queries.

De�nition 4.11 F or a set S with diameter O

S

and an � > 0, the follo wing terms

are all appr oximate r ange typ e queries :

� F or a query region Q with diameter O

Q

, an � -appr oximate r ange query returns

a set S

0

suc h that S \ Q � S

0

� S and for ev ery p oin t p 2 S

0

, � ( p; Q ) � �O

Q

.

� F or a p oin t q and radius r , an � -appr oximate pr oximity query returns a set S

0

suc h that for ev ery p oin t p 2 S , � ( p; q ) � r implies p 2 S

0

, and for ev ery p oin t

p 2 S

0

, � ( p; q ) � (1 + � ) r .

� F or a halfspace H , an � -appr oximate halfsp ac e query returns a set S

0

suc h that

S \ H � S

0

� S and for ev ery p oin t p 2 S

0

, � ( p; H ) � �O

S

.

The searc hing algorithms used in this section apply the most fundamen tal of

searc hes on range t yp e queries. Ary a et al. [9] describ e ho w to e�cien tly solv e the

�rst query problem, and consequen tly the second, using the same basic searc h on
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their BBD trees. Unlik e traditional data structures b oth their data structure and

ours ha v e the same principle prop erties, namely the same pac king argumen t as used

in Section 4.2, to help su�cien tly b ound the running times of the v arious searc hes.

Let us no w brie
y describ e the searc hing algorithm used in all of these queries.

First, let us simplify the description b y generalizing our regions. F or an y query ,

let Q represen t the query's asso ciated region, either a (non)con v ex region, halfspace,

or a ball (a p oin t and radius). Let the appro ximate range Q

0

b e the union of all

p 2 I R

d

suc h that � ( p; Q ) � �O

Q

, where O

Q

= O

Q \ S

� O

S

for the halfspace query .

W e b egin our searc h with the ro ot no de of T . F or ev ery no de u visited, let R

u

b e the asso ciated canonical region for u . If u is a leaf no de, w e simply test all p oin ts

from S inside R

u

with the region Q . If R

u

\ Q = ; , i.e., R

u

and hence ev ery p oin t

in R

u

is completely outside Q , w e do not recurse on this region. If R

u

\ Q

0

= R

u

,

i.e. R

u

lies en tirely inside Q , w e rep ort all p oin ts in R

u

, or add the n um b er of p oin ts

to the total for the coun ting problem. Otherwise, w e recurse on b oth of the no de's

c hildren, u

1

and u

2

. As in the previous section, w e call these no des visite d no des .

W e mak e a distinction here b et w een visited no des and no des whic h are \visited"

simply to rep ort all p oin ts in their subtree. These second t yp e of no des come in to

pla y in the output size j S

0

j term of the running time.

Lemma 4.12 Supp ose w e are giv en a BAR tree T . F or an y query region Q , Algo-

rithm 4.7 rep orts (or coun ts) the set of p oin ts inside an � -appro ximate range.

Pr o of: Let us analyze the correctness of Algorithm 4.7. F or an y p oin t p 2 S and

an y no de u 2 T with asso ciated region R

u

, if p 2 R

u

and p 2 Q then R

u

\ Q 6= ; .

Therefore, R

u

can nev er b e discarded, and some region m ust place p 2 S

0

. Also, if

p 2 R

u

and p =2 Q

0

then R

u

\ (I R

d

n Q

0

), i.e. R

u

cannot lie completely inside Q

0

.

Therefore, R

u

can nev er b e accepted and p =2 S

0

.

Because our � factor is dep enden t on the size of the query region, w e are able

to apply the P ac king Lemma 4.3 using a similar argumen t as in Section 4.2. One

additional note is that in the pro of w e do not need to iden tify t w o sets of \large"

no des, L

1

and L

2

, but simply one set. Because w e are in terested in the no des inside
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APPROXIMATE-RANGE-SEARCH( u , Q , Q

0

)

// Initially, u  root ( T ) .

if u is a leaf node

for all p in dataSet( u )

if p \ Q 6= ;

// p lies inside Q

output p

else if R

u

\ Q 6= ;

// The region lies at least partially inside Q

if R

u

\ Q

0

= R

u

// The region lies completely inside Q

0

output all points p in the subtree of u

else

call APPROXIMATE-RANGE-SEARCH( left Chil d( u ), Q , Q

0

)

call APPROXIMATE-RANGE-SEARCH( righ tChi ld( u ), Q , Q

0

)

Figure 4.7: The basic range sea rch algo rithm.
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of Q , w e are able to b ound the size in ternally and only need to use L

1

to b ound the

size of the no des outside of Q

0

.

Theorem 4.13 Supp ose w e are giv en a BAR tree T with depth O ( k log

1 =�

n ), and

a constan t balancing factor � , on a p oin t set S with n data p oin ts. F or an y con v ex

query region Q , an � -appro ximate range t yp e query can b e found in O ( k log

1 =�

n +

�

1 � d

+ j S

0

j ) time using Algorithm 4.7, where S

0

is the resulting p oin t set. F or an y

general query region Q , the time required is O ( k log

1 =�

n + �

� d

+ j S

0

j ).

Pr o of: This pro of is also v ery similar to the pro ofs for Theorems 4.8 and 4.10

except that the priorit y queue m ust not b e main tained, and only the n um b er of

elemen ts needs to b e b ounded.

Let us, therefore, pro ceed in a parallel manner to these previous argumen ts.

Let A

1

b e the region ann ulus with asso ciated region Q and radius r

1

= O

Q

. Let

A

�

ha v e region Q and radius r

�

= �O

Q

. Notice that Q [ A

�

= Q

0

. Let L b e the

set of all visited no des. Recall these are no des whic h are neither trivially accepted

nor rejected, i.e, their c hildren are expanded. Notice that all other no des can get

c harged to either the output set S

0

or to its paren t whic h is a visited no de. Th us,

for an y visited no de u 2 L , w e kno w that u m ust pierce A

�

. Otherwise, the no de

w ould ha v e b een accepted or rejected instead of expanded. Let L

1

b e the set of

no des visited that pierce A

1

. Let L

�

= L � L

1

b e the set of all visited no des not in

L

1

. Notice, ev ery no de visited b elongs to one of the t w o sets. Let us, again, de�ne

the subset L

0

1

� L

1

. F or an y no de u 2 L

1

with c hild no des u

l

and u

r

in T , u 2 L

0

1

if and only if u

l

; u

r

=2 L

1

. These are no des whose c hildren do not pierce A

1

. L

0

1

is a

disjoin t set of � -balanced regions that pierce A

1

. Similarly , w e de�ne L

0

�

.

F rom our c hoice of regions, w e see that

O

Q

=r

1

� O

Q

=O

Q

= 1, and

O

Q

=r

�

� O

Q

= ( �O

Q

) = 1 =� .
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W e can no w apply the P ac king Lemma 4.3 as b efore to b ound the sizes of the

sets L

0

1

and L

0

�

. First, w e assume that Q is con v ex.

j L

0

1

j = O (( �

p

d )

d

( O

Q

=r

1

)

d � 1

)

= O (( �

p

d )

d

)

= O (1)

j L

0

�

j = O (( �

p

d )

d

( O

Q

=r

�

)

d � 1

)

= O (( �

p

d )

d

�

1 � d

)

= O ( �

1 � d

).

By the b ound on the depth of T , w e kno w that j L

1

j � j L

0

1

j k log

1 =�

n . T o see

the b ound on j L

�

j , let R

u

b e the region asso ciated with an y u 2 L

�

. Since R

u

pierces A

�

(as do all visited no des), w e kno w that O

R

u

� r

�

= �O

Q

. In addition,

since R

u

do es not pierce A

1

, w e also kno w that O

R

u

� r

1

= O

Q

. Th us, w e can

use the size reduction enhancemen t to also b ound L

�

. F rom Lemma 4.12, w e kno w

that the algorithm correctly rep orts (or coun ts) an � -appro ximate range set S

0

in

O ( k log

1 =�

n + �

1 � d

+ j S

0

j ) time.

Notice that if Q is not con v ex, the P ac king Lemma 4.3 b ounds c hange sligh tly

and the algorithm runs in O ( k log

1 =�

n + �

� d

+ j S

0

j ) time.
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Chapter 5

Extensions

Un til no w, our fo cus has b een on pro ducing BAR trees when the p oin t set is �xed

and of a size able to �t in to main memory . Ho w ev er, in a c hanging w orld, w e ma y

wish to ha v e the 
exibilit y to alter, add, or remo v e p oin ts from the data structure.

After an y c hange w e can essen tially rebuild the structure from scratc h. Of course,

this solution will incur h uge costs if the p oin t sets c hange frequen tly . Since it is

suc h a common requiremen t in man y data structures, there are man y tec hniques

widely a v ailable to more e�cien tly handle c hanges in the p oin t set [47, 55 , 58 , 73].

Data structures whic h e�cien tly supp ort these t yp es of op erations are referred to

as dynamic .

Similarly , w e ma y wish to create a structure on a v ast amoun t of data, large

enough to require storage on some medium other than basic memory . The Sloan

Digital Sky Surv ey [48, 66], for example, plans to map the stars in the en tire north-

ern hemisphere and pro cess them to supp ort, for the public, suc h common queries as

nearest-neigh b or, pro ximit y , and range searc hing. This t yp e of pro ject requires ter-

ab ytes ( � 10

12

b ytes) of information, but the largest computers ha v e memory capac-

ities of at most a few gigab ytes ( � 10

9

b ytes). With to da y's op erating systems whic h

transparen tly handle virtual memory , w e often ignore the fact that data is stored ex-

ternally and simply access data as if it w ere stored in lo cal memory . Unfortunately ,

ev en if transparen t, ev ery memory access could in v olv e retrieving data from exter-

nal storage. These external op erations are alw a ys signi�can tly slo w er than accessing
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memory lo cally . In fact, the data ma y not ev en b e stored on lo cal external storage

but instead b e spread out across the w eb. In suc h cases, it is desirable to mak e all

data accesses whic h are stored lo cally �rst and then to retriev e other p ortions as

necessary . Since this is also an area of gro wing concern, esp ecially as computers get

faster, memory gets c heap er, and information gets larger, m uc h researc h has b een

done to dev elop tec hniques to handle these large data sets. Data structures and al-

gorithms whic h are designed to handle these v ast amoun ts of information e�cien tly

are called external memory applic ations (e.g., see [7, 23, 64, 65 , 69]). Most exter-

nal memory algorithms sho w v ast impro v emen ts in sp eed o v er regular algorithms

once the data set b ecomes fairly large. In fact, there are ev en systems a v ailable

to aid in the dev elopmen t of e�cien t external memory algorithms (e.g., the TPIE

system [70 , 71 ]).

5.1 Dynamic BAR trees

Let us concen trate on the dynamic BAR tree algorithm �rst. In the dynamic

instance b esides the v arious query op erations, w e allo w t w o k ey op erations to the

data structure. An insertion op eration adds a new p oin t to the p oin t set and

data structure. A deletion op eration remo v es a p oin t from the p oin t set and data

structure. F or simplicit y , w e refer to a dynamic op eration as either an insertion or

deletion op eration. The p erformance of a BAR tree relies hea vily on t w o factors,

the depth of the tree and the asp ect ratio of the v arious regions. In Chapter 6,

w e men tion that it is p ossible to ha v e non-constan t sized asp ect ratio, but the

p erformances su�er greatly . So, w e desire to main tain � -balanced regions during

these dynamic op erations to guaran tee the more crucial query time p erformances.

A naiv e approac h to deletion simply tra v erses do wn the tree to the leaf no de

con taining the p oin t to b e deleted. The p oin t in this no de is remo v ed, and if the

leaf no de no w b ecomes empt y , the no de is deleted. Similarly , the basic insertion

op eration tra v erses do wn the tree to the leaf no de represen ting the region in space

con taining the p oin t to b e inserted. The p oin t is inserted at this no de and if the
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leaf no de b ecomes to o large (con tains more than a set constan t n um b er of p oin ts),

the no de is cut using the basic op eration for BAR tree construction. Normally , the

BAR tree has a maxim um depth of size O (log n ), where n is the size of the p oin t

set S . After inserting or deleting a p oin t from the tree, the maxim um depth of the

tree ma y c hange, and in fact after k insertions (e.g., all within the same lo cal area),

the depth could b e as large as O (log n + k ). Something crucial m ust b e done to

re-balance the tree.

In order to re-balance, man y dynamic data structures use a lo cal up date sc heme,

where only a few c hanges, lo cal to the path tra v ersed to insert or delete the p oin t,

are p erformed. F or example, A VL-trees [2] and red-blac k trees [13] are common

t yp es of lo cally up dated dynamic algorithms (see also [26]). These lo cal c hanges,

unfortunately , are not readily applied to BAR trees b ecause of the strict enforce-

men t of main taining � -balanced regions. This same problem o ccurs in dynamically

main taining o ctrees and k -d trees. One cannot simply alter a cut direction without

a�ecting all the regions b elo w it. There is researc h, ho w ev er, to supp ort dynamic

op erations using a partial rebuilding sc heme.

5.1.1 P artial Rebuilding

Ov ermars et al. [55 , 58 ] describ e a tec hnique to easily and e�ectiv ely transform

certain data structures in to one that supp orts insertions and deletions in e�cien t

time. These tec hniques are applied to b oth k -d trees and o ctrees, and in fact they

are applicable to our data structure as w ell. F or completeness w e describ e their

metho d brie
y here.

Their idea is quite elegan t. Initially , w e start with a balanced tree. Let size ( u )

b e the n um b er of no des in the subtree ro oted at u . A no de u is called � -b alanc e d

if (1 =� ) size ( u

r

) � size ( u

l

) � � size ( u

r

) for some constan t � where u

l

and u

r

are

the left and righ t c hild no des of u . In essence, a balanced no de has roughly (within

some constan t factor) the same n um b er of no des in the left and righ t subtrees. If

ev ery no de is balanced, then the depth of the tree can b e b ounded b y O (log n ).

The dynamic case relaxes this balancing constrain t during insertions and deletions
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to b e some constan t �

0

> � . F or notation, w e call a no de unb alanc e d if it is not

�

0

-balanced.

Let us examine the basic op eration of inserting a p oin t p in to the tree. W e start

b y p erforming a p oin t lo cation tra v ersal at the ro ot no de. A t an y no de during the

tra v ersal, w e examine the region to determine whic h subtree either the left or the

righ t c hild con tains p . W e rep eat this op eration un til w e reac h a leaf no de. The

p oin t is then inserted on to this leaf no de. Deletions are p erformed exactly the same

except that at the leaf no de, the p oin t is deleted if presen t and, if the leaf no de is

empt y , the no de is also remo v ed from the tree.

An y dynamic op eration a�ects the size of ev ery no de along the path tra v ersed and

no other no des. If an y no de u along this path, in particular the one closest to the ro ot

no de, b ecomes un balanced, w e p erform a re-balancing op eration on u . A t this p oin t,

the subtree ro oted at u is reconstructed \from scratc h", called p artial r ebuilding .

After the construction op eration, w e can again guaran tee that ev ery no de in the

subtree ro oted at u is � -balanced, rather than the �

0

-balanced relaxation during

normal op eration. Notice that this op eration tak es O ( size ( u ) log size ( u )) time.

This means that a particular dynamic op eration ma y tak e as m uc h as O ( n log n )

time to p erform.

F ortunately , an y no de u b ecomes un balanced only after 
( size ( u )( �

0

� � )) =


( size ( u )) dynamic op erations. The cost of p erforming the partial rebuilding op er-

ation can then b e amortized (a v eraged) across the sequence of dynamic op erations

p erformed on u since the last rebuilding in v olving that no de. Therefore, eac h previ-

ous dynamic op eration receiv es an O (log size ( u )) = O (log n ) p ortion of the partial

rebuilding time. Recall that w e guaran tee at an y p oin t that the depth of the tree

is O (log n ). As a result, the length of an y path tra v ersed from the ro ot no de to a

leaf no de is at most O (log n ). An y dynamic op eration then a�ects at most O (log n )

di�eren t no des. The total amortized cost of p erforming a dynamic op eration is the

n um b er of a�ected no des times the amortized cost of ev en tually rebuilding at eac h

of these no des. Therefore, dynamic op erations tak e O (log

2

n ) amortized time.

Before w e can completely describ e Algorithm 5.1 deriv ed from [55], w e need to
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men tion one extra ca v eat. In k -d trees, ev ery no de reduces the p oin t size b y some

fractional amoun t. In BAR trees, this is not p ossible. Recall that w e mak e the

distinction b et w een no des with k -cuts. Only regions with one-cuts actually divide

the p oin t size b y a fractional amoun t. W e, ho w ev er, main tain that there are at most

k suc h sequences b efore a one-cut is p erformed. F or con v enience, w e rely on the

fact that the t w o BAR tree structures presen ted in Sections 3.2 and 3.3 use only

one-cuts and t w o-cuts, although our notion can b e extended to arbitrary sequences

of k -cuts as w ell. F or a no de u with c hildren u

l

and u

r

, let u

m

refer to the c hild

no de with the larger amoun t of no des in its subtree. In a BAR tree using at most

t w o-cuts, a no de u is un balanced if u is �

0

-un balanced and u

m

is �

0

-un balanced. If

ev ery no de is balanced using this de�nition, the tree still has depth O (log n ). As w e

did in the construction of the BAR trees, w e simply allo w some no des to not divide

the p oin t set prop ortionately .

Algorithm 5.1 describ es more formally the t w o dynamic op erations discussed. T o

see the amortized cost of a dynamic op eration using this alteration, notice that again

after an y dynamic op eration O (log n ) no des are a�ected. The cost of rebuilding an y

no de u tak es O ( size ( u ) log size ( u ) time. No w, ho w ev er, a no de b ecomes un bal-

anced only after O ( size ( u )(2 �

0

� � )) = O ( size ( u )) dynamic op erations. Therefore,

w e can again guaran tee that dynamic op erations tak e O (log

2

n ) amortized time.

5.1.2 De-amortizing Deletions

Since w e do not rebalance the tree after ev ery dynamic op eration, man y op-

erations are p erformed v ery quic kly . Unfortunately , as noted earlier, some dy-

namic op erations absorb the cost of rebalancing the v arious subtrees, sometimes

b y reconstructing the en tire tree. As men tioned in [55 ], if the insertions and dele-

tions are spread ev enly across the tree, these large rebuilding times o ccur rarely .

In [54 , 55, 57, 68], Ov ermars et al. discuss a tec hnique called global rebuilding

whic h allo ws w orst-case deletions and insertions to b e p erformed on certain data

structures. Although w e giv e a general description of this in triguing tec hnique here,

for complete details and pro ofs, the in terested reader should refer to the w ork b y
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AMORTIZED-INSERTION( p )

Search with p in T to located node (region) u containing p

if j u j > leafSize

Find a one-cut or two-cut in u

if a one-cut is found

Divide u with this cut and create two child nodes

else

Divide u with this cut and cut again with a one-cut

// Now perform the amortized steps

Let u

0

be the node closest to root having unbalanced size

Rebuild subtree rooted at u

0

as a balanced BAR tree.

DELETION( p )

Search for p in T

Let u be the leaf node containing p

Delete p from the node u

if j u j = 0

delete u

// Now perform the amortized steps

Let u

0

be the node closest to the root which has unbalanced size

Rebuild subtree rooted at u

0

as a balanced BAR tree.

Figure 5.1: Amo rtized insertion and deletion op erations on a BAR tree.

88



Ov ermars [55].

The w orst-case p erformance times for global rebuilding rely on the notion of

we ak and str ong dynamic op erations. In general terms, a we ak op eration is one that

do es not restore balance to the data structure while a str ong op eration do es restore

balance. The condition on w eak op erations is that after no more than an insertions

and bn deletions, the query time, storage space, and the w eak insertion/deletion

times are no more than a factor �

ab

w orse than the corresp onding v alues on a newly

created structure with m p oin ts, where m is the maxim um size of the set during the

sequence of an + bn dynamic op erations.

The idea is that during this time insertions and deletions do not a�ect the p er-

formance of query and dynamic op erations b y an y signi�can t amoun t, the constan t

factor �

ab

. If w e let b = 1 = 2, after bn = n= 2 w eak deletion op erations, the size of

the resulting tree is no less than n= 2. The query time and dynamic op erations still

tak e O (log n ) = O (log m ) time; therefore, deletion op erations are w eak. Insertions

on the other hand, p ose a m uc h larger problem, recall that after an insertions the

depth could ha v e increased b y up to an . This means that a particular query could

tak e 
( an + log n ) time. Since a query on a newly created tree using the same

p oin ts w ould tak e O (log m ) = O (log n ) time, the normal insertion op eration is not

w eak. As w e men tion shortly , it is imp erativ e that the op eration b e w eak allo wing

su�cien t time b efore the tree b ecomes un balanced. The solution describ ed in [55]

is to p erform the amortized insertion op eration, as discussed in the previous sub-

section. These insertion op erations tak e O (log

2

n ) a v erage time. In fact, the w orst

case time to p erform n

i

op erations is O ( n

i

log

2

( n + n

i

)). After these n

i

op erations,

query time, storage space, and dynamic op erations are all still optimal. Therefore,

the amortized insertion op eration is a w eak op eration. In [55], Ov ermars pro v es that

an y tree T supp orting w eak dynamic op erations can b e con v erted in to a dynamic

tree T

0

suc h that the query times and storage space are iden tical and the strong dy-

namic op erations tak e time prop ortional to the w eak op erations plus 1 =n times the

time to construct the tree T with n data p oin ts. The idea is that w eak op erations

pro vide signi�can t time to p erform a complete reconstruction of the en tire tree in
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the bac kground and, once created, the new structure tak es con trol of all query and

dynamic op erations. Since the time to construct a BAR tree is O ( n log n ), BAR

trees can b e made dynamic to supp ort deletions in O (log n ) w orst-case time and

insertions in O (log

2

n ) amortized time.

5.2 External Memory Applications

W e no w fo cus our atten tion on dev eloping an external memory implemen tation

of the BAR tree. When discussing external memory algorithms, it is necessary

to refer to sev eral di�eren t terms. Memory is organized in la y ers, ranging from

lo cal registers, to lo cal memory , to external hard disks, to tap es and optical driv es,

and ev en to other systems on a net w ork. When accessing information on lo cal

memory , the data is transferred to registers in groups of b ytes. As the data gets more

distan t, it b ecomes more e�ectiv e to transfer memory in larger groups. These groups

of memory are called blo cks . When analyzing the p erformances of these external

memory algorithms, the biggest concern is the amoun t of time sp en t accessing the

external storage; therefore, pro cessing time is measured in terms of input and output

(I/O) op erations. There is a v ery common w a y to measure these op erations. W e

b orro w terminology from [37] in de�ning v arious parameters on these systems:

� M = Num b er of items that can �t in main memory

� B = Num b er of items read p er blo c k

In storing BAR trees, w e used some giv en p oin t set S . Since w e wish this data set

to b e fairly large, w e mak e the assumption that B � M � n .

5.2.1 B-T rees

Since BAR trees are a deriv ativ e of a v ery common searc h tree, it is no surprise

that there exists algorithms that are already at least partially applicable. In fact,

w e use a deriv ativ e of one of the oldest external data structures, the B-tree [12, 25].
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A B-tree is the same as a standard binary tree except that ev ery no de has O ( B )

c hildren (see Figure 5.2a). Therefore, whenev er a no de is accessed, maxim um use is

giv en to the I/O read op eration. The B-tree is optimal for external memory p oin t

lo cation, i.e., iden tifying a p oin t that is stored somewhere in memory . F or a data

set of n p oin ts, accessing a particular p oin t at a leaf of the tree tak es O (log

B

n )

I/O op erations. Notice that if the tree simply stored t w o c hild p oin ters as is t ypical

in in ternal memory algorithms the n um b er of I/O op erations could b e as large as

O (log

2

n ). If B is fairly large, in man y cases kilob ytes in size, it b ecomes clear that

the B-tree impro v es greatly on the traditional approac h. There are far more complex

problems that sho w ev en more pronounced impro v emen ts, but these are b ey ond the

scop e of this thesis and the reader is directed to suc h pap ers as [1, 37, 72].

5.2.2 B-BAR tree

It seems natural to immediately adapt the BAR tree to the B-tree. Unfortu-

nately , there is a p oten tial problem. F or a no de u in the tree, if w e main tain B

di�eren t c hildren, w e m ust b e able to describ e ho w they are partitioned spatially ,

i.e., whic h particular cuts pro duce the v arious c hildren. One natural approac h w ould

b e to divide them using some slab metho d, ev ery cut is in the same direction and

the p oin ts are somewhat ev enly partitioned in slices. Ho w ev er, this approac h giv es

little regard to the asp ect ratio of the v arious c hild subregions. In fact, unless w e

in tro duce some non-constan t � parameter, it is p ossible to force violations of the

asp ect ratio b ounds. There is, fortunately , another less direct alternativ e whic h

do es nothing to harm the structure of the BAR tree itself. W e represen t the tree T

iden tically as in the in ternal memory algorithm, with one no de ha ving at most t w o

c hildren. But no w, w e group them in to a subtree of T , T

u

, with O ( B ) no des and one

distinct ro ot no de u (see Figure 5.2b). More imp ortan tly , the depth of this tree is

the minim um depth p ossible using the maxim um amoun t of no des, i.e., �( B no des,

except when u has o ( B ) descenden ts. Ideally , this w ould b e a complete tree, except

at the last lev el. Ho w ev er, it is p ossible that one c hild at a particular lev el ma y b e

a leaf no de while another c hild at the same lev el ma y ha v e man y c hildren left in its
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subtree. W e simply add no des at successiv e lev els un til the maxim um blo c k size B

is reac hed. In essence, w e insert no des in to the group in a breadth �rst manner,

un til w e ha v e inserted �( B ) no des. The subtree T

u

has four main classes of no des,

� The ro ot no de u ,

� in ternal no des, or no des whose c hildren are b oth also in T

u

,

� in ternal leaf no des, or no des whic h are leaf no des in T ,

� and external leaf no des, or no des whic h are leaf no des in T

u

but ha v e c hildren

in T .

F or an y c hild no de u

i

of an external leaf no de, w e create an O ( B )-subtree ro oted

at u

i

as w ell. W e can no w imagine a simpler tree T

0

where a no de u 2 T

0

represen ts

a subtree T

u

of the original tree T . Eac h no de u 2 T

0

has p oin ters to the O ( B )

subtrees ro oted at the c hildren of external leaf no des in T

u

(see Figure 5.2b). Since

the depth of T is O (log n ) and the depth of T

u

is 
(log B ), the depth of T

0

is

O (log

B

n ). Th us, p oin t lo cation is still optimal taking O (log

B

n ) I/O op erations.

W e call suc h a tree a B-BAR tree.

5.2.3 I/O Bounds on B-BAR trees

There are a few k ey algorithms and b ounds that need to b e established when

describing B-BAR trees. W e �rst need to explain ho w to prop erly construct a B-

BAR tree in I/O e�cien t time. Giv en a B-BAR tree, simply using the standard

searc hes from Chapter 4, w ould still not lead to the most I/O e�cien t algorithms.

So, w e also need to describ e more external memory orien ted searc hing algorithms.

As memory and space are crucial in an application with large data sets, w e use

the W edge-Cut Bar tree o v er the Corner-Cut Bar T ree. Although the theoretical

b ounds are similar, the practical b ounds are ob viously b etter in the former case.
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(1)

(2) (3)

(7)(6)(5)(4)

(15)(14)(11)(9) (13)(12)(10)(8)

(13)(12)(6)(10) (11)(5)

(8) (15)(14)(7)(9)(4)

(2)

(1)

(3)

(5)(4)(3)(2)(1)

(5)(4)(3)(2)(1)(5)(4)(3)(2)(1)

(5)(4)(3)(2)(1)

(5)(4)(3)(2)(1)(5)(4)(3)(2)(1)

(a)

(b)

Figure 5.2: (a) A p o rtion of a B-tree, where there a re B = 5 children p er no de. (b) A

p o rtion of a bina ry tree sto red in B = 3 cluster groups. The left sho ws the o riginal tree.

The right indicates sto rage in the clusters with a circle rep resenting an internal edge and

crosses rep resenting internal leaf no des.
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Construction

When constructing a B-BAR tree, most op erations relate to either spatial or

cardinal notions, i.e., the regions or the p oin t set. Since the size of an y region is

O ( d

2

), the k ey op eration of determining the shield cut in an y direction can b e done

in lo cal memory . In fact, all op erations relating only spatially to a region can b e

done in lo cal memory . Ho w ev er, particularly at the higher no de lev els, p oin t set

op erations require examining a large amoun t of data.

T o mak e this more e�cien t, w e �rst sort the p oin t set in eac h of the O ( d

2

)

canonical cut directions. There are already e�cien t external sorting algorithms

a v ailable requiring O ( n=B log

M =B

n=B ) I/O op erations [5, 52]. If w e assume that

for an y region R the p oin t set is sorted in ev ery cut direction, w e can �nd a one-cut

or t w o-cut for R using O (log

B

j R j ) I/O op erations. W e c hec k eac h of the canonical

cut directions for a one-cut. Eac h c hec k requires computing the t w o shield regions

in that direction, done in lo cal memory , and �nding the � j R j and (1 � � ) j R j elemen t

in the p oin t set, requiring O (log

B

j R j ) I/O reads eac h. F rom this information, one

can determine whether a region is one-cuttable in a giv en direction or whic h of the

t w o shield regions is the maximal outer shield. After testing all directions, if no

one-cut is found, the direction corresp onding to the smallest maximal outer shield

is simply used and, as describ ed in Section 3.1, the cut is \pulled bac k" sligh tly .

Once w e kno w the h yp erplane cut c hosen, w e can partition the p oin ts while

main taining the sorted lists. F or eac h direction, w e partition the sorted p oin t set

individually , reading in the list one blo c k at a time, and storing the list in lo cal

memory on to one of t w o blo c ks, either a left blo c k or a righ t blo c k. Determining

whic h particular blo c k to use is a matter of testing whic h side of the h yp erplane the

p oin t lies on. Once either the left blo c k or righ t blo c k gets full, a write op eration

is p erformed and the pro cess is rep eated. In in ternal memory , w e could do these

c hec ks and separations in parallel b ecause w e could tag a p oin t as b elonging to a

left or righ t no de. Then, marc hing through eac h of the lists in parallel w e could

partition the set as needed. Ho w ev er, w e m ust do them individually since w e do

not ha v e the luxury of randomly accessing the information on the p oin ts. This
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adds only a constan t O ( d

2

) factor in to the n um b er of I/O op erations. Th us, w e can

partition an y canonical region in to t w o subregions using O ( j R j =B ) I/O op erations.

Since the tree has O (log

1 =�

n ) = O (log n ) depth, w e ac hiev e a construction time

using O ( n=B log n ) I/O op erations.

Geometric Searc hes

When p erforming a geometric searc h, it is imp ortan t to tak e full adv an tage of

the information gathered from an I/O read op eration. In particular, when w e read

a blo c k of memory from the tree, w e do not wish to ha v e to access that blo c k again.

When w e read a blo c k in from memory , w e are reading in a subtree T

u

. In the

normal searc hes, w e pro cess the no de u , mak e a decision, and tra v erse do wn one of

the t w o paths, e.g., visit the left c hlid u

l

. A t some p oin t, w e could come bac k and

visit u

r

. In external memory , this w ould b e quite ine�cien t, since w e w ould p ossibly

ha v e to p erform another I/O op eration on the blo c k storing T

u

to access the no de

u

r

. One solution is to searc h the en tire subtree T

u

completely . F or an y external leaf

no de that needs to b e expanded, w e push its external c hild p oin ters on to a stac k

(or the priorit y queue, in the case of appro ximate nearest-neigh b or t yp e queries).

W e then extract from the stac k the next external no de to b e visited and read an

en tirely new blo c k of memory , hence another O ( B ) di�eren t no des.

In order to p erform this task accurately , w e need an external memory algorithm

to handle stac k op erations. The stac k ma y b ecome larger than main memory and

ha v e to b e accessed from external memory as w ell. Ho w ev er, if the stac k gets larger

than O ( M ), w e only need to transfer the O ( B ) b ottom-most items (i.e., oldest

elemen ts) from the stac k in memory on to a blo c k of memory . When these external

stac k elemen ts are needed again, w e simply read them bac k in and con tin ue with

the op erations. If an y group of O ( B ) stac k items is read from external memory ,

there m ust b e 
( M � B ) = 
( B ) subsequen t insertions on to the stac k b efore the

blo c k is forced bac k on to main memory . Therefore, for an y sequence of k insertions

and extractions from the stac k, w e p erform O ( k =B ) I/O op erations. In most cases,

although the data structure is v ery large, most searc hes are done in logarithmic
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time. Therefore, the stac k size needed is sev eral times smaller than the actual size

of the data structure. It is quite reasonable to imagine the stac k as �tting en tirely

in main memory .

W e no w fo cus our atten tion on the basic range searc h algorithm in external mem-

ory , describ ed in detail in Algorithm 5.3. The relationship b et w een the external and

in ternal nearest-neigh b or priorit y searc hes is analagous to the relationship b et w een

the external and in ternal range searc hes de�ned here.

Theorem 5.1 Supp ose w e are giv en a B-BAR tree T with depth O (log n ), and a

constan t balancing factor � , on a p oin t set S with n data p oin ts. F or an y con-

v ex query region Q , Algorithm 5.3 �nds an � -appro ximate range t yp e query using

O ( �

1 � d

+ log n= log B + j S

0

j =B ) I/O op erations, where S

0

is the appro ximate range

result.

Pr o of: The n um b er of tree no des visited b y Algorithm 5.3 is iden tical to the

n um b er of no des visited b y Algorithm 4.7. The only di�erence is in the order in

whic h the no des are searc hed. Therefore, as in the pro of for Theorem 4.13, w e can

b ound the n um b er of visited no des b y O (log n + �

1 � d

). The O (log n ) term stems

from a constan t n um b er of paths in the searc h from the ro ot no de to some leaf no de.

All other visited no des can b e b ound b y the �

1 � d

factor. Although w e cannot b ound

the n um b er of I/O op erations needed for these other visited no des, w e can b ound

the n um b er of I/O op erations needed b y the path tra v ersals. Recall when w e read

in an y no de u from external memory , w e are reading in a blo c k of no des, namely the

subtree T

u

. After pro cessing the function IM-RANGE-SEARCH on the curren t subtree,

some external leaf no des ma y ha v e inserted c hildren on to the stac k to b e pro cessed.

Ho w ev er, the subtree T

u

is created in a breadth-�rst manner. An y external leaf

no de, therefore, m ust ha v e depth in the subtree equal to 
(log B ). Therefore, for

an y path in the tree of length k > log B , there are at most O ( k = log B + 1) I/O

op erations p erformed to searc h that path. W e can break the n um b er of visited

no des in to O (1) disjoin t paths of size O (log n ) eac h and O ( �

1 � d

) extra visited no des.

Therefore, the n um b er of I/O reads p er visited no de is O ( �

1 � d

+ log n= log B ). The
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APPROXIMATE-EM-RANGE-SEARC H( Q , Q

0

)

// S = Stack (in external memory if needed)

S  root ( T )

// Read in the block of memory containing node u

while ( S: notEmpty () )

u  S: pop ()

T

u

 READ-BLOCK ( u )

IM-RANGE-SEARCH( T

u

, u , Q , Q

0

)

end while

IM-RANGE-SEARCH( T

u

, u , Q , Q

0

)

if u is an external leaf node

S: insert ( children ( u ))

else if u is an internal leaf node

for all p in dataSet( u )

if p \ Q 6= ;

// p lies inside Q

output p

else if R

u

\ Q 6= ;

// The region lies at least partially inside Q

if R

u

\ Q

0

= R

u

// The region lies completely inside Q

0

output all points p in the subtree of u

// This includes all external elements

else

call IM-RANGE-SEARCH( T

u

, left( u ), Q , Q

0

)

call IM-RANGE-SEARCH( T

u

, right( u ), Q , Q

0

)

Figure 5.3: The basic range sea rch algo rithm in external memo ry .
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remaining c harges are for no des visited whic h are trivially accepted, i.e., ev ery p oin t

in its subtree is accepted. These no des either b elong to a blo c k that has already

b een read, or when a blo c k con taining it is read, the en tire set of no des and p oin ts

in that blo c k are pro cessed. Since the no des are read in blo c ks of size O ( B ), the

additional cost to I/O is O ( j S

0

j =B ).
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Chapter 6

Quasi-BAR T rees

As w e ha v e sho wn, main taining balanced asp ect ratio among the regions in a tree

is a v ery p o w erful feature. The pro ofs on geometric searc hes from Chapter 4 all relied

on the P ac king Lemma 4.3 to b ound the n um b er of regions that pierce the query's

ann ulus, or error region. This lemma fo cused on the fact that a piercing region

tak es up some minim um amoun t of space inside the ann ulus. W orth y of atten tion

is the fact that the pro ofs for the geometric searc hes do not rely on an ything from

the asp ect ratio b ey ond the use of this pac king lemma. In fact, if some other

partitioning data structure ac hiev ed the same b ound for the pac king lemma, then

similar appro ximate searc hing p erformances could b e ac hiev ed.

In this c hapter, w e in tro duce a more relaxed form of the BAR tree called the

quasi-BAR tr e e . A t ypical BSP tree is a quasi-BAR tree if it can guaran tee some

pac king constrain t with or without main taining all regions with balanced asp ect ra-

tio. F or example, one ma y create some structure that predominan tly has � -balanced

regions but pro duces no more than O (log n ) regions that are not � -balanced, p os-

sibly follo wing a path in the tree. Th us, the pac king argumen t w ould hold here

with the exception that there ma y b e an additional O (log n ) regions that pierce the

ann ulus.

The in tro duction of the p ossibilit y of suc h structures is nothing without an ex-

ample of one. T rivially , BAR trees fall in to this category . Also, an y structure with

O ( n ) size can also guaran tee a pac king constrain t of size O ( n ). What is in terest-
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ing is that there are simple trees, already used hea vily in practice, that also ha v e

pac king constrain ts that are p olylogarithmic. In Section 6.2, w e sho w that one v ery

standard v ersion of the k -d tree, called the longest-side k -d tr e e , actually ac hiev es

suc h p erformances, and consequen tly p olylogarithmic p erformances for appro ximat-

ing geometric queries. Although these b ounds are certainly not b etter than the

b ounds from the BAR tree, they are nonetheless v ery in triguing b ecause man y em-

pirical results ha v e sho wn that suc h k -d trees p erform w ell but little real theoretical

evidence has b een giv en. This c hapter, hop efully , giv es a little justi�cation to the

practical use of old stand-b y data structures. First, let us describ e in more detail

the conditions for b eing a quasi-BAR tree.

6.1 P ac king F unction

As men tioned previously , the p erformances from the BAR tree are ro oted mainly

in the b ounds from the P ac king Lemma 4.3. Ev ery appro ximate searc h uses the fact

that a region visited m ust in some w a y lie partially inside a region Q and partially

a distance �O

Q

a w a y from Q . In range searc hing, for example, the c hildren of

an y region not lying inside Q can nev er b e visited, and an y region lying completely

within a distance �O

Q

from Q should ha v e had all the p oin ts inside it unconditionally

rep orted. In describing a quasi-BAR tree, one w an ts to b e able to ph ysically (and

non-trivially) b ound the n um b er of regions pier cing a query ann ulus.

De�nition 6.1 Supp ose w e are giv en a tree T constructed on a set S of p oin ts.

The p acking function of T , P

T

( S; A ), is de�ned suc h that, for an y disjoin t set of

regions L from T piercing the region ann ulus A , the follo wing alw a ys holds:

j L j � P

T

( S; A ).

De�nition 6.2 A class of binary space partitioning trees is a � -quasi-BAR tr e e if,

for an y tree T in the class constructed from a set S of p oin ts in I R

d

and an y region

ann ulus A , P

T

( S; A ) � �V

A

= A

d

r

, where V

A

and A

r

are the v olume and asso ciated

radius of A resp ectiv ely (see De�nition 4.1).
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The adv an tage to using BSP trees is that the algorithms for �nding range

searc hes and appro ximate nearest-neigh b or t yp e queries are completely iden tical to

those used for BAR trees. The correctness of the algorithms is, therefore, straigh t-

forw ard and the only c hange is in the analysis of the running time. Although the

pro ofs for the running time follo w somewhat similar paths, it is imp ortan t to restate

them since w e did not stipulate suc h adv an tages as the space-reduction enhancemen t

from Section 3.4 in our description of quasi-BAR trees.

Theorem 6.3 Supp ose w e are giv en a � -quasi-BAR tree T with depth D

T

con-

structed on a p oin t set S in I R

d

. F or an y query p oin t q , Algorithms 4.4 and 4.6 �nd

resp ectiv ely a (1 + � )-nearest and a (1 � � )-farthest neigh b or to q in O ( ��

1 � d

D

T

)

time.

Pr o of: The pro of of this theorem is nearly iden tical to the pro ofs for Theorems 4.8

and 4.10. Let us concen trate on the former b y describing the region ann uli again.

Let B b e the ball cen tered at q whose radius is � ( p; q ) = (1 + � ). Recall that p is the

appro ximate-nearest neigh b or. Let A b e the region ann ulus with asso ciated region

B and radius r = � ( p; q ) �= (1 + � ). W e see that p lies outside of b oth B and A , i.e.,

� ( p; B ) � r .

Let L b e the set of all visited no des, ignoring the last no de visited. Let L

0

b e

the subset of L suc h that for an y no de u 2 L , w e ha v e u 2 L

0

if and only if u

is a leaf no de. Recall from Algorithm 4.4 that these are exactly the set of no des

that require extractions to b e p erformed. All other visited no des only p erform

insertions. Since p is the nearest p oin t found, for an y visited no de u 2 L

0

with

asso ciated p oin t p

1

, w e kno w that � ( p

1

; q ) � � ( p; q ) and th us that p

1

lies outside

of B and A . Recall that, except for the last no de, ev ery no de u visited �ts the

condition that � ( u; q ) < � ( p; q ) = (1 + � ). Therefore, there exists another real p oin t

p

2

2 R

u

suc h that p

2

lies inside B . By De�nition 4.2 w e kno w that u pierces A .

Th us, L

0

is a disjoin t set of regions in T that pierce A . Since B is a simple ball, w e

can b ound the v olume of the ann ulus as

V

A

= O (( O

B

+ r )

d

� O

d

B

)
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= O ( r O

d � 1

B

)

F rom the pac king function, w e �nd that

j L

0

j � P

T

( S; A )

� �V

A

=r

d

= �O ( r O

d � 1

B

) =r

d

= O ( �O

d � 1

B

=r

d � 1

)

= O ( � ( O

B

)

d � 1

= ( �O

B

)

d � 1

)

= O ( ��

1 � d

).

Since the depth of the tree is D

T

, w e can b ound the size of L b y j L j = O ( j L

0

j D

T

) =

O ( ��

1 � d

D

T

). Notice that the running time is simply j L j plus the n um b er of extrac-

tions times the cost of an extraction or O ( j L j + j L

0

j log j L j ). Recall that j L j = O ( n )

and D

T

= 
(log n ). F rom Lemma 4.7, w e kno w then that the nearest neigh b or

can b e rep orted in O ( ��

1 � d

D

T

) time. The analagous pro of for the farthest-neigh b or

algorithm follo ws.

Theorem 6.4 Supp ose w e are giv en a � -quasi-BAR tree T with depth D

T

con-

structed on a p oin t set S in I R

d

. F or an y con v ex query region Q , Algorithm 4.7

rep orts (or coun ts) an � -appro ximate range t yp e query in O ( ��

1 � d

D

T

+ j S

0

j ) time,

where S

0

is the resulting p oin t set. F or an y general query region Q , the time required

is O ( ��

� d

D

T

+ j S

0

j ).

Pr o of: The pro of follo ws nearly iden tically to the pro of for Theorem 4.13. Let A

b e the region ann ulus with asso ciated region Q and radius r = �O

Q

. Notice that

Q [ A = Q

0

, as de�ned in the algorithm. Let L b e the set of all visited no des. Recall

these are no des that are neither trivially accepted nor rejected, i.e., their c hildren

are expanded. Notice that all other no des can get c harged to either the output set

S

0

or to its paren t whic h is a visited no de. Th us, for an y visited no de u 2 L , w e

kno w that u m ust pierce A . Let L

0

b e the subset of L suc h that for an y no de u 2 L
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with c hild no des u

l

and u

r

, u 2 L

0

if and only if u

l

; u

r

=2 L . These are no des whose

c hildren do not pierce A . Observ e that L

0

is a disjoin t set of regions from T . Let us

assume �rst that Q is con v ex, then w e can b ound V

A

as follo ws:

V

A

= O (( O

Q

+ r )

d

� O

d

Q

)

= O ( r O

d � 1

Q

)

F rom the pac king function w e kno w that

j L

0

j � P

T

( S; A )

� �V

A

=r

d

= �O ( r O

d � 1

Q

) =r

d

= �O ( O

d � 1

Q

=r

d � 1

)

= �O ( O

d � 1

Q

= ( �O

Q

)

d � 1

)

= O ( ��

1 � d

).

Since the algorithm is iden tical to that from the BAR tree, from Lemma 4.12, w e

kno w that the algorithm correctly rep orts (or coun ts) an � -appro ximate range set

S

0

in O ( D

T

j L

0

j + j S

0

j ) = O ( ��

1 � d

D

T

+ j S

0

j ) time.

Again, if Q is not con v ex, w e can instead b ound the v olume of A as V

A

= O ( O

d

Q

),

th us yielding j L

0

j = O ( ��

� d

) and obtaining a running time of O ( ��

� d

D

T

+ j S

0

j ).

6.2 Longest-side K -d T rees

The relaxation on the asp ect ratio constrain t could help � -quasi-BAR trees b e-

come extremely useful if prop er use is giv en to this relaxation. The imp ortan t feature

is to minimize the pac king function as m uc h as p ossible. Ho w ev er, it is certainly

imp ortan t �rst to dev elop a data structure that actually guaran tees a non-trivial

pac king function. Surprisingly , suc h a structure already exists and is one of the most

commonly used binary space partitions. Let us brie
y de�ne this data structure.
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De�nition 6.5 The longest-side k -d tr e e is the tree constructed from recursiv ely

dividing the p oin t set in half b y cutting along the longest axis-orthogonal side of the

region. In other w ords, � = 1 = 2, the canonical cut set is the set of axis-orthogonal

cuts, and the cut c hoice is the longest side of the b ounding b o x of the region.

Before pro ving a pac king function for this class of trees, w e mak e one smaller

step whose tec hnique ma y p oten tially also b e applied to other data structures.

Lemma 6.6 Supp ose w e are giv en a longest-side k -d tree T constructed on a set S

in I R

d

. Let L b e a disjoin t set of regions in T . If ev ery region in L in tersects at least

t w o opp osing sides of a h yp ercub e H , then j L j = O (log

d � 1

j S j ).

Pr o of: Let h b e the side length of H and D b e the depth of T , in this case

O (log j S j ). W e start with the general assumption that the region at the ro ot of T

completely con tains H . If not, the analysis still holds. W e simply insert another

b ounding b o x at the ro ot that do es con tain H . Notice that if a region R in tersects

k sides of a h yp ercub e H , ev ery ancestor of R in T m ust also in tersect the same k

sides (and p ossibly other ones). Let us start b y examining the n um b er of disjoin t

regions that can in tersect all 2 d sides (see Figure 6.1a). Notice that there can b e at

most one. There are also only t w o disjoin t regions that can in tersect 2 d � 1 sides

(see Figure 6.1b).

Let us classify a region b y the n um b er of sides it in tersects in a (class) set I ( i

1

; i

2

)

where i

1

is the n um b er of opp osing sides of H b oth in tersected and i

2

is the n um b er

of other sides in tersected. Notice that i

1

+ i

2

� d and for an y region in L , i

1

� 1.

Therefore,

L �

d

[

i

1

=1

d � i

1

[

i

2

=0

I ( i

1

; i

2

).

Also, an y region in class I ( d; 0) m ust in tersect ev ery side, so there is at most one

suc h region in L . As men tioned b efore, there are at most t w o regions from L in

class I ( d � 1 ; 1).

Lo ok at an y region R 2 L that do es not in tersect either side of a direction x

a

.

F rom De�nition 6.5, the dividing cut of R cannot b e in the direction x

a

, since the

longest side of R is at least h and the width in the direction x

a

is less than h .
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(d) (e) (f )

(a) (b) (c)

(1) (1)

(1)

(2)

(2)

(2)

(3)

Figure 6.1: The va rious p ossibilities fo r the class I in the plane. The query region is

sho wn in outline while a region in T is sho wn shaded. The va rious cuts a re sho wn and

lab eled b y the classes of child regions they p ro duce. Sho wn a re examples of classes (a)

I (2 ; 0) , (b) I (1 ; 1) , and (c) I (1 ; 0) as w ell as three other regions which cannot b e in L

b ecause they do not intersect t w o opp osing sides.
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Let us examine a region R b elonging to class I ( i

1

; i

2

). Let c b e the axis-

orthogonal cut dividing R in to t w o regions R

1

and R

2

. Let x

c

b e the dimension

that c cuts along. If i

1

� 1, then x

c

m ust b e one of the i

1

+ i

2

dimensions that R

in tersects. There are three p ossible cases (see Figure 6.1):

1. If c do es not in tersect the h yp erb o x H , w e kno w that either R

1

or R

2

cannot

in tersect H . Without loss of generalit y , let that region b e R

2

. Then, R

1

in tersects H and w ould also b elong to the class I ( i

1

; i

2

).

2. If x

c

is one of the i

1

dimensions, then b oth R

1

and R

2

b elong to the class

I ( i

1

� 1 ; i

2

+ 1).

3. Otherwise, x

c

is in one of the i

2

dimensions, and one region ( R

1

) m ust b elong

to I ( i

1

; i

2

� 1) and the other region ( R

2

) b elongs to I ( i

1

; i

2

).

As a result, for an y region R in class I ( i

1

; i

2

), the paren t of R , R

0

, m ust either

b e in class I ( i

1

; i

2

), I ( i

1

; i

2

+ 1), or I ( i

1

+ 1 ; i

2

� 1). W e no w ha v e all the information

w e need to b ound j L j . F or con v enience, let us de�ne a lexicographical ordering on

the set of classes I ( i

1

; i

2

). The standard ordering go es as follo ws: I ( a; b ) > I ( c; d )

if and only if a > c or a = c and b > d . Let M ( i

1

; i

2

) b e the maxim um n um b er of

disjoin t regions p ossible that fall in the union of all classes greater than (or equal

to) I ( i

1

; i

2

). If i

1

+ i

2

> d , then M ( i

1

; i

2

) = M ( i

1

+ 1 ; 0) since no regions can fall in

class I ( i

1

; j ) for j � i

2

.

W e claim M ( k ; l ) � 2

3 d � 3 k � l

D

d � k � l

. Recall the initial case that M ( d; 0) = 1 =

2

0

D

0

. Inductiv ely , assume it is true for all pairs ( i

1

; i

2

) where ( i

1

; i

2

) > ( k ; l ). Let K

b e the largest disjoin t set of regions from T suc h that for all R 2 K , R 2 I ( i

1

; i

2

) for

some ( i

1

; i

2

) � ( k ; l ). Let K

0

� K b e the disjoin t subset of regions from K suc h that

R 2 K

0

implies R 2 I ( k ; l ). Let K

00

= K n K

0

. Recall that an y region R 2 I ( i

1

; i

2

)

m ust ha v e a paren t in only I ( i

1

; i

2

), I ( i

1

; i

2

+ 1), or I ( i

1

+ 1 ; i

2

� 1). Also, w e assumed

that the ro ot w as in the class I ( d; 0). Therefore, there exists a prop er ancestor of

R whic h falls in either I ( i

1

; i

2

+ 1) or I ( i

1

+ 1 ; i

2

� 1). Let R b e the region in K

0

with the largest depth in T . In particular, let R

p

b e the �rst ancestor of R not in
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I ( k ; l ). W e no w create t w o new lists K

1

and K

2

. If R

p

is in I ( k ; l + 1) w e place R

p

in K

1

otherwise w e place R

p

in K

2

. Let us no w remo v e R from K

0

and rep eat the

pro cess. W e no w ha v e t w o sets of disjoin t regions K

1

and K

2

. Notice that for an y

region R

p

2 K

1

there can b e at most D regions in K

0

whose prop er ancestor w as

R

p

. F or an y region R

p

2 K

2

, there can b e at most t w o regions in K

0

whose prop er

ancestor w as R

p

. Therefore, j K

0

j � j K

1

j D + j K

2

j 2. Also, since K

1

and K

2

and K

00

are all disjoin t, w e kno w that

j K

1

[ K

00

j � M ( k ; l + 1).

Similarly , w e kno w that

j K

2

j � M ( k + 1 ; l � 1).

Therefore, com bining the ab o v e t w o equations w e see that

M ( k ; l ) = j K j = j K

0

j + j K

00

j � j K

1

[ K

00

j D + j K

2

j 2 � M ( k ; l + 1) D + M ( k + 1 ; l � 1)2.

(6.1)

F rom Equation 6.1, w e kno w that

M ( k ; l ) � M ( k ; l + 1) D + M ( k + 1 ; l � 1)2

� 2

3 d � 3 k � ( l +1)

D

d � k � ( l +1)

D + 2

3 d � 3( k +1) � ( l � 1)

D

d � ( k +1) � ( l � 1)

2

= 2

3 d � 3 k � l � 1

D

d � k � l

+ 2

3 d � 3 k � l � 1

D

d � k � l

= 2

3 d � 3 k � l

D

d � k � l

.

Th us, our b ound holds for v alues of k and l . Recall that L is a disjoin t set of regions

in tersecting at least t w o opp osing sides of H . Therefore, w e see that

j L j � M (1 ; 0)

� 2

3 d � 3

D

d � 1

= O ( D

d � 1

)

= O (log

d � 1

j S j ),

and our pro of is complete.
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Theorem 6.7 Supp ose w e are giv en a longest-side k -d tree T constructed on a set

S in I R

d

, then the pac king function of T for a region ann ulus A

Q;r

is P

T

( S; A ) =

O ((log

d � 1

j S j ) V

A

=r

d

). The class of longest-side k -d trees is an O (log

d � 1

j S j )-quasi-

BAR tree.

Pr o of: Let L b e a set of disjoin t regions from T piercing A = A

Q;r

. Let R 2 L

b e an y suc h region piercing A . Notice that O

R

� r = 2; therefore, w e kno w that the

longest side of the b ounding b o x of R is certainly greater than r =

p

d . Let H b e the

smallest set of disjoin t h yp ercub es with side length r = (2

p

d ) that completely co v er A .

Notice that jH j = O ( V

A

=r

d

). No w, an y region R that pierces A m ust in tersect t w o

opp osing sides of at least one h yp ercub e in H (see Figure 6.2). F or an y h yp ercub e

H , let L

0

� L b e the subset of regions in L that in tersect t w o opp osing sides of H .

F rom Lemma 6.6, w e kno w that j L

0

j = O (log

d � 1

j S j ). Therefore, w e kno w that

P

T

( S; A ) = j L j = j L

0

jjH j = O ((log

d � 1

j S j ) V

A

=r

d

).

F rom De�nition 6.2, the class of longest-side k -d trees is therefore an O (log

d � 1

j S j )-

quasi-BAR tree.

Of course, this immediately implies the follo wing corollaries to Theorems 6.3

and 6.4.

Corollary 6.8 Supp ose w e are giv en a longest-side k -d tree T constructed on a

p oin t set S in I R

d

. F or an y query p oin t q , Algorithms 4.4 and 4.6 �nd resp ectiv ely

a (1 + � )-nearest and a (1 � � )-farthest neigh b or to q in O ( �

1 � d

log

d

j S j ) time.

Corollary 6.9 Supp ose w e are giv en a longest-side k -d tree T constructed on a

p oin t set S in I R

d

. F or an y con v ex query region Q , Algorithm 4.7 rep orts (or

coun ts) an � -appro ximate range t yp e query in O ( �

1 � d

log

d

j S j + j S

0

j ) time, where

S

0

is the resulting p oin t set. F or an y general query region Q , the time required is

O ( �

� d

log

d

j S j + j S

0

j ).

In I R

2

, there is one v ery in teresting result that can also b e pro v en if w e enhance

the longest-side region to main tain the b ounding b o x of the p oin t set in the region,

108



Outside A

and B

Inside B

Figure 6.2: An annulus A with asso ciated region Q . Notice that any region in R , sho wn

here with dashed lines, must cross t w o opp osing sides of one of the hyp ercub e b o xes

inside A .

rather than just the region itself. Notice, this induces only a constan t factor o v erhead

and is also v ery common in practiv e b ecause of the time and space sa v ed. Using

this enhancemen t, w e can actually sho w that an y orthogonal range query in I R

2

can

b e answ ered exactly with a running time dep enden t only on the set size and the

asp ect ratio of the query . Th us, if the query region is fat, has a lo w asp ect ratio,

the running time b ecomes p olylogarithmic.

Theorem 6.10 Supp ose w e are giv en a b ounding-b o x longest-side k -d tree T con-

structed on a p oin t set S in I R

2

. F or an y orthogonal query region Q , Algorithm 4.7

(with � = 0) rep orts an exact ortho gonal r ange query in O ( � log

2

j S j + j S

0

j log j S j )

time, where S

0

is the resulting p oin t set and � = asp ( Q ).

Pr o of: Let us b egin b y breaking the region Q in to O ( asp ( Q )) squares. Let w

x

and

w

y

b e the lengths of the t w o sides of Q , with w

x

> w

y

. Notice that w e ha v e d w

x

=w

y

e

di�eren t squares whose sides are of length w

y

(see Figure 6.3a). Let L b e the set

of all visited no des, recalling that these are the no des neither trivially accepted nor

rejected. Since � = 0, these are exactly those no des whic h in tersect L . Let L

0

b e the
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(a) (b)

Figure 6.3: (a) Breaking a region into a chain of squa res. (b) A pa rticula r squa re sho wing

p otential region intersections which do not intersect at least t w o opp osing sides. The

o riginal region p rio r to the b ounding b o x is sho wn dashed. Notice that only one region

t yp e can intersect the squa re without b eing at the co rner, and this region must contain

a p oint of S inside it.

subset of L suc h that for an y no de u 2 L with c hild no des u

l

and u

r

, u 2 L

0

if and

only if u

l

; u

r

=2 L . Let L

00

� L

0

b e the set of no des in L

0

whic h in tersect t w o opp osing

sides of Q . F urthermore, let L

i

� L

00

b e the set of no des in L

00

whic h in tersect t w o

opp osing sides of H

i

. F rom Lemma 6.6, w e kno w that j L

i

j = O (log j S j ). Th us,

j L

00

j = O ( asp ( Q ) log j S j ).

Let us no w lo ok at the set K = L

0

n L

00

. This is a disjoin t set of no des whic h

in tersect Q but do not in tersect t w o opp osing sides. First, notice that there can b e

at most 4 no des in K whic h in tersect t w o sides of Q , namely the four regions at the

corners (see Figure 6.3b). W e no w use the b ounding b o x enhancemen t. Notice that

if the b ounding b o x of a region R in tersects only one side of Q , then there m ust

exist a p oin t p in R whic h lies inside of Q . Therefore, w e kno w that j K j � j S

0

j + 4.

If w e com bine our results, w e see that

j L j = j L

0

j log j S j = ( j L

00

j + j K j ) log j S j = O ( asp ( Q ) log

2

j S j + j S

0

j log j S j ).

Since the running time is O ( j L j + j S

0

j ) = O ( asp ( Q ) log

2

j S j + j S

0

j log j S j ), w e are

done.
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This result, although surprising, is certainly not b etter than range trees [15, 18]

whic h can p erform exact results in the plane in O (log n ) time regardless of the

asp ect ratio of the query . It is simply in teresting to note that suc h exact queries are

ac hiev able with this w ell-used data structure. Unfortunately , this simple tric k is not

applicable to higher dimensions. The pro of falls through b ecause there are regions

whose b ounding b o x ma y in tersect a h yp ercub e but ma y neither in tersect one of the

2

d

corners nor con tain an y p oin ts inside Q . These corresp ond to regions in tersecting

at an edge. In order to pro v e exact p erformances in higher-dimensions if p ossible,

some more elab orate tec hnique or pro of m ust b e dev elop ed to accommo date this

problem.
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Chapter 7

Exp erimen tation

Theoretically , the BAR tree is a p o w erful geometric to ol. W e feel that it can b e

sho wn to b e p o w erful in practice as w ell. T o this end, w e no w concen trate on exp er-

imen tal testing. W e describ e some of the details and ca v eats b ehind implemen ting

BAR trees e�ectiv ely . W e previously men tioned that there is a lot of leew a y giv en

to the v arious parameters. F or example, the asp ect ratio � can b e an y v alue larger

than some minim um constrain t and the same applies to � . Since the w orst-case

running time in the v arious geometric queries is dep enden t on O ( �

d

), a fairly large

constan t, it w ould seem that minimizing this v alue w ould b e ideal. In fact, the

b ounds giv en in Chapter 3 for the minim um � v alue needed to guaran tee construc-

tion are certainly far from tigh t. In Section 7.2, w e discuss v arious heuristics to

impro v e construction and p erformance times. W e ha v e p erformed n umerous tests

on some exp erimen tal and practical data to compare the p erformances of the v arious

heuristics with some standard structures, namely , basic k -d trees, the longest-side

k -d tree (an O (log

d � 1

n )-quasi-BAR tree), and the BBD tree (a v ailable from the

ANN pac k age

1

).

1

http://www.cs.umd .ed u/ ~mo un t/ ANN /
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7.1 Implemen tation Details

W e dev elop ed and tested the BAR tree pac k age using b oth Sun Microsystems'

JA V A language and the C++ programming language. Since the BAR tree is a

deriv ativ e of the BSP tree, the general structure of the tree w as quite easy to create.

In a matter of da ys, the Corner-Cut BAR tree w as created. Afterw ards, the im-

pro v emen t to the W edge-Cut BAR tree to ok only a matter of hours. The nature of

the BAR tree allo ws n umerous other canonical cut sets to b e used without c hanging

the underlying data structure and query algorithms. In fact, except for the BBD

tree, coming from a pre-existing pac k age, all of the other data structures tested

deriv ed from the same BAR tree framew ork.

The curren t implemen tation w e use w as created for designing and testing pur-

p oses only . Sp eed w as not a critical issue during dev elopmen t. Instead, w e fo cused

on the accuracy and the e�ciency of the searc h algorithms. In our testing, there-

fore, w e measure p erformance using criterion other than CPU time. In particular,

w e often rep ort on the n um b er of regions visited during a particular query . Suc h

measuremen ts allo w for di�eren t implemen tations to b e compared to eac h other ev en

across v arious mac hines and platforms. W e discuss the rep orting metho ds in more

detail in Section 7.3.

7.1.1 P artitioning Regions and Sets

When partitioning a p oin t set S using a h yp erplane cut orien ted in a particular

direction, it is easy to ha v e sev eral p oin ts (ev en the ma jorit y) lie on the h yp er-

plane itself. Theoretically , these degenerate cases are ignored since an in�nitely tin y

rotation on the plane can break these p oin t sets up. There are, of course, easier ap-

proac hes in practice. One metho d is to tak e the p oin ts on the plane and reduce them

to a separate subtree whose dimensionalit y is one less than the original problem.

In our metho d, w e �rst partition the set in to three pieces, those to the left of,

righ t of, and directly on the plane. W e then tak e the p oin ts on the plane and

individually seed them, placing eac h p oin t in to the subset (left or righ t) with the
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few er n um b er of p oin ts. This approac h insures the most ev en partitioning p ossible

using the curren t cutting plane.

Recall that during construction w e are required to tak e a region R con taining

a p oin t set S

0

and �nd either a one-cut or t w o-cut. There are man y approac hes

to �nding suc h a cut, some more e�ectiv e than others. When dividing a region

along a particular direction there are four crucial cutting planes, the t w o shield

cuts, determined b y � and the sizes of the t w o opp osing facets, and the balancing

cuts that are determined b y the p osition of the k

th

and ( j S

0

j � k )

th

p oin ts in S

0

in

the direction of the cut, where k = � j S

0

j . F rom these four cut directions, w e can

determine if a one-cut exists or, if not, a p oten tial t w o-cut for that direction.

In determining the balancing cut planes, w e do one of t w o things. Since w e prefer

the ease of handling axis-orthogonal cuts, w e treat these directions more fa v orably .

F or eac h of the d axis-orthogonal cut directions, w e main tain a sorted arra y of the

p oin ts. Determining the k

th

median can b e done in one step. Also, giv en an axis-

orthogonal cut plane (e.g., the shield cut), w e can determine in O (log n ) time its

index in to the list, i.e., the n um b er of p oin ts to the left and righ t of the cut. Once

an actual partitioning plane is selected, w e can separate the lists in O ( n ) time while

main taining the sorted order.

F or the other directions, w e use a randomized median select routine. T o �nd the

k

th

elemen t, w e pic k a random p oin t p , partition the set in to t w o subsets lying to the

left and righ t of the cutting plane orien ted in the giv en direction and in tersecting p ,

and recurse on the subset whic h m ust con tain the k

th

elemen t. This op eration has

linear exp ected time. Although a more complex w orst-case linear time algorithm is

a v ailable, the constan ts for this metho d are quite large. In addition, our concern is in

the actual searc hing of the structure and not the construction time. If construction

time is more critical, there are man y w a ys to more e�cien tly determine the index

of a particular cut in a p oin t set. F or example, the �rst approac h w e used for axis-

orthogonal cut directions can b e adapted to ev ery cut direction, with added storage

costs during the construction stage. Since w edge-cut BAR trees use only O ( d

2

)

directions, this approac h is still quite feasible.
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7.2 Heuristics

As men tioned b efore, there are man y heuristics that can b e applied to the con-

struction of a BAR tree to b oth help in the construction pro cess and more imp or-

tan tly to enhance query time p erformance. In this c hapter, w e suggest and test a

few of these heuristics.

One of the easiest v ariations is in determining an appropriate v alue for � . In

our implemen tation, as � approac hes in�nit y , the structure simply b ecomes more

and more lik e the longest-side k -d tree. Th us, the running time for a query do es

not approac h O ( n ) as one w ould exp ect but the O (log

d

n ) w orst-case b ound of this

quasi-BAR tree. Also, as � gets larger the c hances of using a non-axis orthogonal

cut direction drop as do es the complexit y of the regions. Therefore, it ma y not b e

disastrous to use larger v alues of � . On the other end, ho w ev er, smaller v alues are

theoretically more e�ectiv e.

Our b ounds on � are certainly not optimal. W e could either pro v e tigh ter b ounds

for individual cut sets, test v arious ranges of v alues for � to see whic h one pro duces

ideal trees, or p erform an incremen tal approac h. In the incremen tal approac h, w e

start � at a relativ ely lo w v alue, e.g. � = 6. W e construct the tree in a normal

fashion. Once it is determined that t w o-cuts are not p ossible using the curren t � , w e

increase � b y some m ultiplicativ e factor, for example b y doubling the v alue. Since

there exists a constan t v alue for � whic h do es guaran tee t w o-cuttabilit y , this sc heme

adds only a logarithmic factor of this constan t v alue to the depth. More imp ortan tly ,

this metho d helps to �nd the lo w est p ossible � v alue for the implemen tation.

On a parallel note, sometimes it is more b ene�cial to v ary the v alue of � from

1 = 2 to 1, increasing the depth but allo wing fatter regions. Notice, if � is equal to

one, w e get the general o ctree construction. Since this v alue is already large at

( d + 1) = ( d + 2), w e do not extensiv ely test this particular v ariation.

When dealing with regions whic h are not simple rectangular shap es, it is a little

more complicated to determine the actual distance b et w een a query p oin t and a

no de. Appro ximations are useful, but they m ust b e one-sided. F or example, during
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a nearest-neigh b or query the program halts once ev ery no de's distance is b ey ond a

certain limit. If the appro ximate distance returned a v alue sligh tly larger than the

true distance of the region, the region ma y not b e examined and the true nearest-

neigh b or migh t b e o v erlo ok ed. On the other hand, using to o lo ose of a b oundary

can imp ede p erformance, as man y regions are visited whic h migh t ha v e b een dis-

carded with a b etter metho d. W e approac h the problem in t w o w a ys, on the one

hand, w e consider using the simple b ounding b o x of the region. In our exp erimen ts,

w e sho w that most of the regions ha v e v ery lo w complexit y and nice asp ect ratio

giving the p ossibilit y that this v ery lax approac h ma y in fact pa y o�. T o test the

full e�ectiv eness of implemen ting a truly exact distance measure, w e implemen ted a

brute-force approac h to calculate the v arious in tersections of the p olygon. Impro v-

ing time b ounds for this measuremen t is a p oten tial area for future researc h. In

Subsection 7.3.3, w e sho w that ev en though there is an impro v emen t in the exact

metho d the amoun t of impro v emen t is actually quite minimal. Another imp ortan t

argumen t b ehind using exact tec hniques to minimize the n um b er of regions visited is

that there is a direct correlation b et w een I/O p erformance in external memory and

the n um b er of regions accessed, or read in to memory . Since the cost of reading in

data is signi�can tly greater than the cost of p erforming lo cal-memory op erations, it

is certainly more e�ectiv e to sp end a little more time pro cessing regions in memory

to narro w do wn the n um b er of regions read from external memory .

7.3 Exp erimen tal Results

There are n umerous elemen ts to test ab out the BAR trees, ranging from con-

struction tec hniques, to v arious heuristics, to p erformance-based comparisons b e-

t w een di�eren t implemen tations. In our tests, w e v aried sev eral parameters, the

� ratio factor, the dimension, size, and distribution of the p oin t set, and the ap-

pro ximate error b ound, � . Although the tests are p erformed just as easily for other

searc hing problems, w e felt the nearest-neigh b or problem sho w ed the most p oten tial

for maximizing the appro ximation time. In range queries, the bulk of the op erations
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are t ypically absorb ed b y the output costs, th us hiding the real issue of coun ting

the n um b er of ine�ectiv e no des visited. In nearest-neigh b or queries, ho w ev er, there

is only one answ er so the running time is dominated b y the visited regions. Us-

ing nearest-neigh b or queries allo ws us to also compare our algorithms with that of

Ary a et al. 's BBD tree [8] whic h is no w a v ailable as part of the ANN (Appro ximate

Nearest-Neigh b or Searc hing) pac k age.

7.3.1 Data Sets

In our tests, w e used t w o general classes of data sets, randomly generated data

and application-orien ted data. F or the randomly generated data sets, w e constructed

query sets using the same distributions as those tested and with p oin t sizes one-ten th

of the data set sizes. Tw o of the generated sets are tak en from the ANN pac k age.

These follo w basic probabilit y distributions, the uniform distribution referred to

here as uniform and the gaussian distribution, gaussian . There are sev eral other

distributions also a v ailable through the pac k age, but initial testing sho w ed similar

p erformances among these.

T o mak e near w orst-case situations for the structures, w e construct t w o v ery

di�eren t \randomly" distributed data sets. F or the �rst distribution, w e simply

randomly place p oin ts on a �xed-radius h yp ersphere and randomly p erturb them

to w ards or a w a y from the cen ter b y a small amoun t relativ e to the radius of the

sphere. The query p oin ts for this case are generated inside the ball and near the

cen ter of the sphere. The concept b ehind this distribution is that nearest-neigh b or

queries situated close to the cen ter t ypically need to visit almost all of the p oin ts

in order to determine exact solutions. W e refer to this distribution as circle (see

Figure 7.1a).

Our other construction metho d approac hes the problem from a di�eren t angle.

By concen trating large amoun ts of data in tin y clusters, w e force construction meth-

o ds either to require some balancing features similar to the BAR tree or to create

skinn y regions. T o do this, w e �rst start with some b ounded h yp erb o x region. F rom

within this region, w e pic k a �xed n um b er of cluster groups (in our case, three) and
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(a) (b)

Figure 7.1: An example of the p oint set distributions (a) circle and (b) universe .

place eac h of them randomly inside the h yp erb o x. W e then tak e a small p ortion of

the p oin ts (roughly

p

n ) and scatter them uniformly at random inside the h yp erb o x

area. F or eac h of the clusters, w e asso ciate a smaller region of size 1 = 1000

th

the size

of the original region. W e then equally divide the remaining p oin ts among the three

clusters, and rep eat the pro cess un til only a constan t n um b er of p oin ts remain. W e

refer to this distribution as the universe distribution, since one can conceiv e of

the p oin ts and clusters as galaxy clusters, galaxies, stars, solar systems, etc. (see

Figure 7.1b). As w e sho w, this distribution causes some trouble in straigh tforw ard

data structure approac hes as w ell.

Since our o v erall desire is to dev elop BAR trees in to a fully usable to ol, w e

also run some tests using large data gathered from the Sloan Digital Sky Surv ey

pro ject [48 , 66] whom w e gratiously thank for giving access to the data. The data

set w e use is a collection of information gathered from the ongoing pro ject to map

the en tire arra y of stars in the northern hemisphere. F or eac h star, more information

is stored than just the p oin t in space. V arious color shifts and phases are stored as

w ell. The end-result is a massiv e data set in a mo derately-high dimensional space.

Our data is only a sampling of the information that they plan to mak e a v ailable

for access, but the tests should giv e a little idea as to the p oten tial use of the BAR

tree in accessing this astronomical database. Rather than generate a random set

of query p oin ts with no correlation to the data, w e tested this data set using an

all-pairs nearest-neigh b or approac h. Ev ery no de is tested for the nearest other no de
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in the set.

7.3.2 T esting Metho ds

Throughout our tests, w e use a wide range of v ariable parameters. Since sho wing

ev ery p ossible p erm utation of these parameters is quite in tractable, w e ha v e to sho w

a m uc h smaller subset of the more in teresting results. But, to giv e a go o d idea of

the di�eren t p erformances, w e try to v ary the parameters throughout this c hapter.

Before w e b egin describing particular results, w e start with a recap of the v arious

v alues tested during exp erimen tation.

� Cut sets include k -d trees, longest-side k -d trees, BBD-trees, (w edge-cut) BAR

trees.

� Dimensions range from 3 up to 6.

� Data Distributions include uniform , gauss , circle , universe , and the real-

life data set.

� P oin t Sizes start at 1000 p oin ts and double up to 64000 plus the 100000 p oin ts

from the astrononmical database.

� The appro ximation factor, � , often v aries as w ell.

In the randomly generated set, for a giv en set of parameters for p oin t size,

distribution, and dimensionalit y , w e create a batc h of ten trials eac h with its o wn

set of query p oin ts. These trials are then used for a giv en tree implemen tation with

other set parameters. Throughout the tests, w e k eep trac k of the p erformance (see

the follo wing subsection), the n um b er of regions visited and the n um b er of p oin ts

visited. These v alues are accum ulated for a particular trial (one data set) and

o v er a sequence of ten trials. In rep orting v arious results, w e refer to one of three

p ossible v alues, the mean o v er all queries and trials, the maxim um o v er all queries

and trials, and the mean of the maxim ums. The latter is similar to the a v erage

w orst-case exp ectancy for a giv en data set, rather than the a v erage case in general,

or the absolute w orst-case encoun tered.
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7.3.3 P erformances of V arious Heuristics

As men tioned in Section 7.2, the w orst-case complexit y of an y particular canon-

ical region ma y b e quite large, 
( d

2

). Ho w ev er, when constructing and searc hing a

BAR tree, it is not necessarily the case that ev ery region has suc h bad complexit y .

By the complexit y of a region, w e mean the n um b er of canonical cut planes de�n-

ing the canonical region. During a query , the complexit y of the regions searc hed

is directly related to the p erformance of the query algorithm. In nearest-neigh b or

queries, for example, the more complex a region is the longer it tak es to determine

the exact distance of the region to the query p oin t. Although this time is alw a ys

b ounded b y a constan t in theory , in practice one wishes to ac hiev e m uc h b etter p er-

formance. F ortunately , in constructing BAR trees, the complexit y of most regions

remains near to the optimal. In Figures 7.2 and 7.3, w e lo ok at a particular data

distribution and p oin t size while v arying the dimensionalit y , d . In b oth �gures, w e

compare the a v erage and w orst-case complexit y of all the regions constructed. As

the dimensionalit y d increases, the complexit y (ev en in the w orst-case) remains near

the minim um of 2 d , rather than the curren t lo w er b ound of d + d

2

. This sho ws not

only that in practice the region complexities remain lo w but that it ma y b e p ossible

to impro v e on the curren t b ound.

Another concern in the construction and use of BAR trees is that the minim um

� factor needed to guaran tee t w o-cuttabilit y is quite large. Man y regions ma y

approac h this � threshold. Since the query running times are highly dep enden t

on the asp ect ratio of the regions, w e w ould desire as small an � as p ossible. In

Figures 7.4 and 7.5, w e sho w that, in fact, b oth the a v erage and w orst-case asp ect

ratios of the regions for the di�eren t distributions remains far b elo w the curren t b est

kno wn b ound of 50

p

d + 55. F or reference in b oth �gures, w e graph the equation

y = 10

p

d . Again, as in the complexit y b ounds, this indicates the p oten tial for

impro ving the curren t minim um asp ect ratio b ound needed and sho ws that ev en in

bad distributions the asp ect ratios tend to sta y fairly lo w.

When determining the nearest-neigh b or to a query p oin t q , our searc h algorithm

m ust compute the distance b et w een q and sev eral canonical regions. When the com-
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Figure 7.2: A graph compa ring the average and w o rst-case complexit y of the regions

constructed b y the W edge-Cut BAR tree on 64000 p oints using a circle distribution.
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Figure 7.3: A graph compa ring the average and w o rst-case complexit y of the regions

constructed b y the W edge-Cut BAR tree on 64000 p oints using a universe distribution.
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Figure 7.4: A graph compa ring the average and w o rst-case asp ect ratios of the regions

constructed b y the W edge-Cut BAR tree on 64000 p oints using a circle distribution.
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Figure 7.5: A graph compa ring the average and w o rst-case asp ect ratios of the regions

constructed b y the W edge-Cut BAR tree on 64000 p oints using a universe distribution.
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Figure 7.6: A graph compa ring the average p erfo rmances b et w een a lazy and exact

app roach to region-p oint distance computation using a uniform distribution of 64000

p oints in I R

5

.

plexit y of a region b ecomes large, whic h as sho wn ab o v e is quite rare, this calculation

can b ecome quite time consuming. If the regions w ere b ounding b o xes, this compu-

tation b ecomes m uc h simpler. Unfortunately , this is not usually the case. Ho w ev er,

it is p ossible to giv e an appro ximate distance measuremen t b y using the b ounding

b o x of the region. This appro ximate metho d, although less precise than the exact

metho d, is sev eral times quic k er. F or ev ery region appro ximated, though, there is the

p oten tial of examining regions whic h could ha v e b een remo v ed if an exact distance

measuremen t w as used. Of in terest then is exactly what trade-o� this imprecise

metho d giv es to the p erformance of the searc hes. In Figures 7.6 through 7.9, w e

see that ev en in the w orst-case the p erformance sacri�ce for using an appro ximate

distance calculation is quite close to the slo w er exact distance calculation. Although

the exact meauremen t certainly reduces the amoun t of regions visited, the closeness

b et w een the t w o metho ds indicates that suc h exact measuremen ts are not extremely

critical to the p erformance of the geometric searc hes.
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Figure 7.7: A graph compa ring the average p erfo rmances b et w een a lazy and exact

app roach to region-p oint distance computation using a circle distribution of 64000
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7.3.4 P erformance on Error Bounds

When calling a geometric query , one of the primary parameters passed b esides

the query is the � factor, whic h determines the w orst-case p erformance of b oth the

running time and the appro ximation. The higher the � the farther o� the guess is

from the true answ er. In range queries, this w ould mean increasing the n um b er of

p oin ts rep orted as lying in the query . Although a giv en � v alue b ounds a particular

running time, it do es not immediately imply that the error b ound from the searc h

actually is as bad as � . In fact, in most cases, the actual p erformance of the queries

is surprisingly v ery accurate. W e fo cus our atten tion no w on the di�erences b et w een

the actual error b ound and the observ ed error b ounds obtained. F or example, in the

data sets from either Figure 7.10 or 7.11, using a v alue of � = 0 : 25 actually ac hiev es

an a v erage v alue of no more than 0 : 006, for an y of the tested data structures.
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Figure 7.10: A graph compa ring the p erfo rmances of the va rious trees with circle

distribution on 64000 p oints in I R
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7.3.5 P erformance on Time Bounds

When p erforming v arious geometric queries, the most critical measuremen t is

the amoun t of time necessary to complete. Ho w ev er, testing time b ounds can b e

quite biased, man y uncon trollable factors a�ect the p erformance. The load on a

mac hine ma y c hange during testing. All tests w ould ha v e to b e p erformed on iden-

tical mac hines or at least on iden tical t yp es, with exact con�gurations including

the c hipset, on b oard memory size, virtual memory size, disk sp eed, and bac kground

pro cesses running. Also, the co ding st yles w ould necessarily ha v e to b e similar, and

features suc h as ob ject-orien ted designing w ould ha v e to b e abandoned to maximize

the sp eed. T esting the amoun t of regions visited during an y particular query , al-

though certainly not the optimal solution, is far more practical. In addition, as the

data sets get larger and the need for virtual memory arises, this measuremen t is far

more accurate than the measuremen t in sp eed, as the cost of accessing regions starts

to increase in comparison to the cost of p erforming op erations on these regions.

Dep endency on P oin t Sizes

First, let us examine the simple uniform and gaussian distributions with di-

mension equal to 5 and �x � at 0 : 25, while v arying the p oin t set size. This giv es

us a bit of a rough estimate on the e�ects of increasing the n um b er of p oin ts. Fig-

ures 7.12 through 7.14 sho w the a v erage p erformances of the di�eren t trees under

these regular distributed data. Ev en the standard k -d tree implemen tation p erforms

fairly w ell under these situations, but this is exp ected since the ev en distribution

allo ws k -d trees to divide the regions fairly w ell. Let us examine the more complex

universe distribution with a dimension equal to 6. No w, in Figure 7.15 w e see

that using this distribution, the standard k -d tree metho d p erforms v ery p o orly .

Ho w ev er, all the other v ersions still p erform w ell, on a v erage.

In man y instances of a particular graph, there are only a few lo cations that

force p o or p erformance. In Figure 7.16, w e measure the a v erage of the maxim um

n um b er of regions visited during eac h trial for the uniform distribution. Since the
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Figure 7.12: A graph compa ring the mean numb er of regions visited to the p oint size

with a uniform distribution in I R
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using an app ro ximation facto r of � = 0 : 25 .

p oin ts are ev enly distributed, it w ould seem that an y random query p oin t w ould

ha v e ab out the same p erformance as an y other query p oin t. As exp ected, the mean

maxim um p erformances are also fairly go o d in ev ery tree. But, this is not true for

the universe distribution. Since man y regions can b e v ery skinn y without adding

asp ect ratio constrain ts, certain query p oin ts can cause tremendous p erformance

problems for some of the trees. In Figure 7.17, w e see that b oth v ersions of the

k -d tree structure implemen ted p erform v ery p o orly , whereas the BBD tree and the

BAR tree p erform quite w ell.

Dep endency on Appro ximation F actor

As the p oin t size increases, w e see somewhat minimal c hanges in the p erformance

b ounds. Y et, since w e kno w the theoretical dep endency on � is exp onen tial in d ,

it is in teresting to observ e ho w m uc h e�ect this � appro ximation factor has on

p erformance in practice. F or this, w e concen trate on the p erformance, v arying �

from 0 up to 4, using the universe and circle distributions on 64000 p oin ts in

128



BAR tree

BBD tree

longest-side k -d tree

standard k -d tree

P oin t Size

Me
an

of

Re
gio
ns

Vi
sit
ed

600005000040000300002000010000

160

150

140

130

120

110

100

90

80

70

60

Figure 7.13: A graph compa ring the mean numb er of regions visited to the p oint size

with a gaussian distribution in I R
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using an app ro ximation facto r of � = 0 : 25 .
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Figure 7.14: A graph compa ring the mean numb er of regions visited to the p oint size

with a gaussian distribution in I R
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using an app ro ximation facto r of � = 0 : 25 .
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Figure 7.15: A graph compa ring the mean numb er of regions visited to the p oint size

with a universe distribution in I R

6

using an app ro ximation facto r of � = 0 : 25 .
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p er trial to the p oint size with uniform distribution in I R
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I R

5

and I R

6

. In Figures 7.18 and 7.19, w e see that except for the standard k -d tree

metho d all of the metho ds p erformed v ery w ell on a v erage, ev en with � = 0, whic h

theoretically implies near linear time. Using the circle distribution, ho w ev er, w e

see in Figures 7.20 and 7.21 that the dep endency on � b ecomes a factor in all of the

metho ds, although a v erage p erformance is still w ell b elo w the linear b ound. Lo oking

at the w orst-case p erformances in Figures 7.22 and 7.23, w e see a signi�can t c hange

in p erformance. Ev ery metho d app ears hea vily dep enden t on � , particularly for the

circle distribution.

Dep endency on Dimension

Another imp ortan t asp ect to examine is the p erformance's dep endency on the

dimensionalit y of the distributions. It w ould seem that ev en under ideal conditions,

as the dimensions increased ev en sligh tly , the n um b er of regions visited w ould gro w

rapidly . Ho w ev er, in most instances this is not the case. In fact, for some distribu-
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Figure 7.18: A graph compa ring the mean numb er of regions visited to the � app ro xi-

mation with a universe distribution on 64000 p oints in I R

5

.

BAR tree

BBD tree

longest-side k -d tree

standard k -d tree

� (log scale)

M
ea
n

Re
gio
ns

Vi
sit
ed

(lo
g

sc
ale
)

4 : 00001 : 00000 : 25000 : 06250 : 01560 : 0039

4096

1024

256

64

16

4

1

Figure 7.19: A graph compa ring the mean numb er of regions visited to the � app ro xi-

mation with a universe distribution on 64000 p oints in I R
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Figure 7.20: A graph compa ring the mean numb er of regions visited to the � app ro xi-

mation with a circle distribution on 64000 p oints in I R
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Figure 7.21: A graph compa ring the mean numb er of regions visited to the � app ro xi-

mation with a circle distribution on 64000 p oints in I R
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Figure 7.22: A graph compa ring the mean of the maximum numb er of regions visited

p er trial to the � app ro ximation with a universe distribution on 64000 p oints in I R
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Figure 7.23: A graph compa ring the mean of the maximum numb er of regions visited

p er trial to the � app ro ximation with a circle distribution on 64000 p oints in I R
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Figure 7.24: A graph compa ring the mean numb er of regions visited to the dimension-

alit y of the uniform distribution on 64000 p oints using an app ro ximation of � = 0 : 25 .

tions the p erformances app ear to b e fairly constan t throughout the v ariation in the

dimension. This is quite promising esp ecially as the demand for higher dimensional

data increases.

In Figures 7.24 and 7.25, w e again see that although the dimensionalit y is cer-

tainly a�ecting the p erformance, all metho ds app ear to p erform fairly w ell. In

Figure 7.26, observ e that all metho ds p erform v ery w ell except for the standard k -d

tree. The circle distribution used in Figure 7.27 seems somewhat in teresting since

all regions p erform p o orly (compared to the other distributions) as is exp ected, but

seems to impro v e sligh tly as the dimension increased from 5 to 6. The c hange is only

sligh t, but since it app ears common in all the tree v ariations it ma y b e due to an

extremely di�cult random construction in dimension 5. More evidence of this ap-

p ears in Figure 7.29 when examining the a v erage w orst-case p erformance across the

dimensions for the same distribution. Again in Figure 7.28, except for the standard

k -d tree, all metho ds app ear to p erform fairly w ell on the universe distribution

sets.
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Figure 7.25: A graph compa ring the mean numb er of regions visited to the dimension-

alit y of the gaussian distribution on 64000 p oints using an app ro ximation of � = 0 : 25 .
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Figure 7.26: A graph compa ring the mean numb er of regions visited to the dimension-

alit y of the universe distribution on 64000 p oints using an app ro ximation of � = 0 : 25 .

136



BAR tree

BBD tree

longest-side k -d tree

standard k -d tree

Dimension

Me
an

Re
gio
ns

Vi
sit
ed

65 : 554 : 543 : 53

1200

1000

800

600

400

200

0

Figure 7.27: A graph compa ring the mean numb er of regions visited to the dimension-

alit y of the circle distribution on 64000 p oints using an app ro ximation of � = 0 : 25 .
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Figure 7.28: A graph compa ring the mean of the maximum numb er of regions visited

p er trial to the dimensionalit y of the universe distribution on 64000 p oints using an

app ro ximation of � = 0 : 25 .
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Figure 7.29: A graph compa ring the mean of the maximum numb er of regions visited

p er trial to the dimensionalit y of the circle distribution on 64000 p oints using an

app ro ximation of � = 0 : 25 .

7.3.6 P erformance on Real Data

When testing with v arying p oin t sizes, dimensions, and m ultiple trials, it is more

con v enien t to generate test data (esp ecially fairly di�cult examples) than to �nd

real data. Ho w ev er, to test the e�ectiv eness of the data structures, it is crucial to

test real-life orien ted data. The universe distribution can b e view ed somewhat

close to this goal. In graphics mo dels, data often is spread out fairly ev enly in some

parts and hea vily concen trated in smaller more detailed p ortions. F or example, a

mo del of a submarine ma y ha v e sev eral elemen ts represen ting the exterior and larger

pieces. More p oin ts are then concen trated in suc h places as the engine ro om where

ev en more p oin ts represen t the v arious mo ving parts. But, ev en this distribution is

not quite su�cien t enough. Therefore, w e fo cus this �nal subsection on analyzing

p erformances in an application-orien ted distribution. In particular, w e use a large

mo del consisting of o v er 100000 p oin ts in �v e dimensions tak en from the Sloan

Digital Sky Surv ey , as describ ed at the b eginning of this c hapter. T o c hec k the
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Figure 7.30: A graph compa ring the mean numb er of regions visited to the app ro xima-

tion facto r � using a sample of 100000 p oints in I R

5

tak en from the Sloan Digital Sky

Survey p roject.

p erformance of the v arious data structures on this mo del, w e v ary the � factor and

examine the a v erage n um b er of regions visited as w ell as the maxim um n um b er

of regions visited. Figures 7.30 and 7.31 compare the mean regions visited and the

maxim um regions visted as � v aries. As can b e seen, on a v erage, all metho ds p erform

fairly w ell, but there is more signi�can t di�erences in the w orst-case p erformances

of the v arious structures.
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Chapter 8

Conclusion

In this thesis, w e dev elop the general framew ork of the BAR tree and describ e

some imp ortan t applications that can b e solv ed using this t yp e of tree. W e also

sho w that in �xed dimensions, an ( � ; � )-BAR tree can b e constructed in O ( n log n )

time using O ( n ) space, where n is the n um b er of p oin ts in the data set. W e matc h

previous optimal b ounds for appro ximate range searc hing and impro v e on previous

p erformance b ounds for appro ximate nearest-neigh b or and farthest-neigh b or searc h-

ing. W e also describ e ho w to extend this structure to handle b oth dynamic appli-

cations and external memory applications. In addition, w e pro v e that a standard

v ariation of the k -d tree, the longest-side k -d tree, is capable of p olylogarithmic ap-

pro ximation times. Although certainly not a theoretical impro v emen t on the BAR

tree, it is nonetheless in teresting to see ho w this structure compares in practice.

W e p erform sev eral comparisons b et w een the BAR tree and v arious other a v ailable

structures, including the longest-side k -d tree, to sho w similarities and di�erences

b et w een them.

As in all areas of researc h, there are still man y op en problems for this new t yp e

of data structure. W e state only a few of them.

� Construct a canonical set with size o ( d

2

) whic h guaran tees that ev ery canonical

region is k -cuttable. It ma y also b e p ossible to pro v e that ! ( d ) directions are

required.
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� Drop the dep endency of � , p ossibly using more careful analysis. Exp erimen tal

results seem to indicate this is a p ossibilit y .

� Impro v e the running time b ounds of the v arious geometric query problems al-

ready kno wn, or pro v e a lo w er b ound for appro ximate nearest-neigh b or queries.

� Dev elop e�cien t w a ys to analyze the distance b et w een a p oin t and a canonical

region.

� Pro v e other exact or appro ximate b ounds on geometric problems. Can w e

impro v e results b y in tro ducing randomization in the data set or in the con-

struction?

� Explore applications outside of geometry , particularly those areas, suc h as

computer graphics, geographical information systems, and pattern matc hing,

already dep enden t on man y geometry tec hniques.

W e ha v e already b egun to consider man y of these problems, but man y new uses and

questions remain to b e disco v ered.
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